
● Context: Program verification gives formal guarantees for safety-critical software, but automatically 
discovering loop invariants has been a bottleneck for over four decades.

●  Our goal: train SLMs to generate useful loop invariants that accelerate program verification.
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Not All Invariants Are Equal:
Curating Training Data to 

Accelerate Program Verification 
with SLMs 
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Comparison to larger models

14B-V2 matches 
GPT-5.2 on VBPE2E.

Pipeline Ablation

WONDA nearly 
doubles invariant 
correctness and 

speedup.

Raw data can hurt.

WONDA triples both.

WONDA in a Nutshell

Example: raw verifier invariant

We introduce WONDA, a pipeline that distills raw symbolic verifier output into compact, useful training invariants.

Our Results

WONDA improves 
both axes for 
most models.

4B-V2 beats the 
80B model on 

both axes.
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Motivation

● Current state: Existing training data comes from raw invariants that symbolic verifiers (e.g., UAutomizer) 

emit as a byproduct of proving assertions.
● Garbage In, Garbage Out: These are often verbose, cluttered, and a poor fit for SFT.

SFT

better

e.g. generalize ranges, discover closed forms

remove casts, tautologies, redundant parens

VBP
E2E 

: mean of the faster of direct and LLM-assisted verification per problem, incl. inference latency.

Baseline: Average UAutomizer direct verification time (193s). 
V0: raw data | V1: normalized data | V2: full WONDA (ours)

 GRADE
1.  Is correct?
2.  Is sufficient?
3. Provides speedup?
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Low pedagogical value

● WONDA curated 7,284 invariants from 
InvBench's training programs (Wei et al., 2025). 

● Models evaluated on 123 hard SV-COMP 
problems from InvBench using their sound 
parallel decision procedure.

Project Page

For more details:


