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Disclaimer

A Warning

Some examples in this talk may contain sensitive or potentially offensive
content, as they illustrate biases in generative Al outputs.

These do not reflect the views of the authors.
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The Problem: Bias in Generative Al

e GenAl (e.g., ChatGPT, DALL-E) inherits and amplifies societal stereotypes and
biases [Fer23, BDB24]. For instance':

Resources v Q

Press release >

Generative Al: UNESCO study
reveals alarming evidence of
regressive gender stereotypes

Ahead of the International Women's Day, a UNESCO study revealed
worrying tendencies in Large Language models (LLM) to produce
gender bias, as well as homophobia and racial stereotyping. Women
were described as working in domestic roles far more often than men ~—
four times as often by one model - and were frequently associated with
words like "home’, “family” and “children’, while male names were linked
to “business’, “executive’, “salary”, and “career”.

e Recent efforts: data filtering and augmentation, fairness-aware fine-tuning, and
post-hoc content moderation — mproved fairness in generative Al.

1 . . . . . .
https://www.unesco.org/en/articles /generative-ai-unesco-study-reveals-alarming-evidence-regressive-gender-stereotypes
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Conditional Fairness: Intuition

However

/\ fairness is not absolute; it depends on the generated concept

Fair Contexts: Unfair Contexts:
e “Successful business leader” e "“Poor person”
e "Person of any occupation” e “Overweight person”
= Often good gender/demographic = Often biased (e.g., towards white
balance. males).

A Pre-/in-/post-processing methods often impractical: black-box models, no training
data access, multi-functional tasks.

A\ sequence-level scenarios remain underexplored.
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e “Successful business leader” e “Poor person”
e “Person of any occupation” e “Overweight person”
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balance. males).

A Pre-/in-/post-processing methods often impractical: black-box models, no training
data access, multi-functional tasks.

A\ sequence-level scenarios remain underexplored.

Core Question: How to define and enforce conditional fairness at runtime?

We consider two levels of fairness:
1. Sequence-level: Fairness in the generated output stream.

2. Generator-level: Fairness when prompts are neutral.
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Formal Setup: Stochastic Generator

Generator Model

A GenAl system is a stochastic generator:

G:¥* = D(T)

@ Input: Prompt p € X* (string of tokens)

@ Output: A probability distribution over images I(:jif {0,...,255}HxWx3
@ G°(p) denotes a sample from G(p)

Runtime Interaction

Sequence of user interactions produces an infinite image sequence:

. def . . . w .
(img;) = img1 - img - imgs--- € I¥  where img; = G°(pi)

Our goal: Monitor and enforce fairness properties on (img;).
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Concept Grouping Functions

To define fairness, we need to categorize images according to sensitive (protected)
attributes.

Concept Grouping Function
A function cgf; : Z — [0- - - CG;] that maps an image to a category index.
@ Value 0 is reserved for “unrelated” .

@ Values 1 to CG; represent relevant groups.

Example:
@ cgfyenger(img) — {0,1,2} (unrelated, female, male)
@ cgf,.(img) — {0,1,2,3} (unrelated, child, adult, elderly)
@ cgfyemo(img) — {0,1,2,3,4} (unrelated, Asian, Caucasian, Black, Native American)

Removal Operation (Filtering)

. def .
rm((img;), cgf, S) *< subsequence where cgf(imgi) ¢ S
Filters out images not relevant to the fairness condition.
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Sequence-Level Fairness (1): Eventual Appearance

Definition ({-Fairness)

A sequence (img;) is (cgfclgzcg)-fair if:

@ Filter to images where cgf; (img;) = cg and cgf,(img;) # O:

(img!) % vm( rm((imgi), cgfy, 0. .. CGi] \ {cg}), cgfy, {0})

@ Every value of cgf, appears eventually:

Vk €[1l---CG]:3Im > 1: cgf,(imgy,) = k

Cgfgender
cgfpoorcyes
both males and females.

Example: )-fairness requires that images of poor people eventually include
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Sequence-Level Fairness (2): Bounded Recurrence

Definition ((J0<p-Fairness)

A sequence (img;) is (cgfcgécg) -fair if for the filtered sequence (img7):

Vkel---CGJ:

@ First appearance within Sx: 3m < B : cgf,(img},) = k
@ Bounded recurrence: For every occurrence at my, the next occurrence is within
[k steps:

cgfy(imgm,) = k — 3my - my < my < mu + i : cgf,(imgp,) = k

Lemma

If VJ ﬂj B, then the max frequency difference between any two groups is bounded by
1- &2,
B
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Generator-Level Fairness & Biased Prompts (3)

Sequence fairness can be manipulated by the user's prompts. We want to assess the
model’s inherent bias.

Biased Prompt

A prompt p is biased w.r.t. cgf if it forces a specific output:
deg € [1--- CG] Vimg € supp(G(p)) : cgf(img) = cg

where supp(G(p)) = {img € I | Pg(,)(img) > 0}.

Example: “p = Generate an image of a poor person.” (no gender/age info) vs. “p’ =
Generate an image of an economically disadvantaged young lady.” (with gender/age
info)

Inherent Fairness

The generator G is inherently fair if for any sequence generated using neutral prompts

(w.r.t. cgf,), the resulting image sequence is <cgfc1g2cg> Q-fair.
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Fairness on Finite Image Sequences (4)

Motivation: In practice, fairness must be assessed on finite traces instead of infinite
sequences. We adapt the definition of 8-bounded repeated appearance.

Definition (Finite sequence fairness): Given image sequence (img;) € I" and concept
grouping functions cgfi and cgh:

Vke[l---CGyl:3Im: 1< m< Bi Acgf,(img,) = k
A
Vmy > 1: (cgf,(imgn,) = k — )
(3m2: m < my < my + B : cgfy(imgm,) = k)
\Y

m1 + B > len((img;))))

Key Idea: When close to the end of a finite sequence, fairness is opportunistically
satisfied (similar to the weak-next operator Oy, in LTL over finite traces).
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Intersectional Fairness & Combinatorial Explosion (5)

Fairness across multiple attributes (e.g., gender+race+age) is crucial but challenging.
@ Number of subgroups grows exponentially: O(l_[,’.(:1 CG))

@ Requires very long sequences to verify.

Approximation via k-way Combinatorial Testing

We enforce a weaker, all-paired fairness:

Vx,y € [1--- K] cgf,, cef,
cgf,, < cg

( yO-fair

Requires that for every pair of concept functions (cgf,, cgf,), every combination of
their values (k«, k,) appears eventually.

Benefit: Number of required test cases (images) is polynomial, not exponential.
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Runtime Enforcement via Prompt Injection

cgfy

Goal: Enforce (2
1

) DOSB -fairness with minimal intervention.

1 Initialize counters: c[i] < B for each sensitive attribute /.
2 For each user prompt p:

2.1 If pis unrelated or already biased, generate normally.

2.2 Else, perform lookahead: for k = CG,, CG, — 1,...,1, check if 3k
distinct groups with c[-] = k.

2.3 If found, randomly pick one such attribute / and inject a sub-prompt
enforcing cgh(-) = 1.

2.4 Generate img = G*(p).

2.5 Update counters: reset c[i] < f3;, decrement all others.

Assumptions:
o fBi > CG; (so round-robin fairness is feasible).
o Reliable detection of unrelated / biased prompts (e.g., via LLM).

o Accurate identification of generated concept values (e.g., attribute classifier).
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Experimental Evaluation (1): Fairness is Conditional
Tested on: ChatGPT 4.0 + DALL-E3 and ZHIPU GLM-4.

@ “Successful person”: good gender fairness
= minimum (§ &~ 5.

@ “Poor person”: poor gender fairness
= minimum B =~ 13-20 for females.

img, imgs  imge img; imgg
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Experimental Evaluation (2): Intersectional Fairness is Low

Setting: generation of “successful person” with implicit demands on diversity where we
consider 4 sensitive groups: demographics, gender, occupation, body-shape.

e Even with explicit diversity prompts, all-paired fairness coverage < 40%.

e Models often get “stuck” generating repeated subgroups.

e Coverage saturates after ~25 images = lack of novelty/diversity.

All-paired-fairness coverage
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Experimental Evaluation (3): Enforcement Works

e Prompt injection improves demographic diversity significantly.
e Case study (GLM-4): Row 5 (with enforcement) vs. Row 4 (without enforcement)
in the following figure:

e Results show fairness thresholds are maintained with minimal intervention.

img, imgs img, imgs  imgs 17"97 imgg imgg tmgw lmgu imgs, ‘mylz img,
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Conclusion & Future Work

Contributions

e Formalized Conditional Fairness for open-ended GenAl.
e Runtime monitoring and enforcement algorithm via prompt injection.

e Combinatorial testing approach for scalable intersectional fairness.

e Empirical validation on state-of-the-art models.

Future Work

o Relax the assumptions made by the enforcement algorithm
o Large-scale deployment and operational management within larger organization.

o Extending the notion of conditional fairness to average-arrival view.

o Applying to other modalities (text, video).
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Thanks for your attention !

Questions?

Prototype
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