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Abstract
Formal scenario descriptions are essential for ver-
ification, testing, and knowledge representation in
automated driving, but domain experts often de-
scribe traffic situations in natural language. Trans-
lating such descriptions into formal scenario mod-
els is challenging because natural language is am-
biguous, variable, and often underspecified, while
direct end-to-end generation of formal artifacts can
be brittle and difficult to validate.
For this we present NL2TSC, a neural-symbolic
pipeline for translating natural-language traffic sce-
nario descriptions into formal Traffic Sequence
Charts (TSCs). The approach uses reusable in-
termediate Spatial View Cards (SV-Cards) instead
of unconstrained generation, enabling structured
grounding in spatial configurations and TSC frag-
ments. We position it as a robustness-oriented in-
terface between informal scenario descriptions and
formal traffic specifications.
Further we want to show an extended pipeline to
co-simulate concrete scenarios with human models.
Using overtaking as an initial use case, we outline
how the proposed design can support robust sce-
nario formalization and its simulation.

1 Introduction
Generative AI (GenAI) systems are increasingly used in engi-
neering workflows that involve heterogeneous users, partially
structured knowledge, and safety-relevant decisions. In such
settings, robustness is not only a question of model accuracy,
but also of whether system behavior remains reliable under
ambiguity, incomplete inputs, distribution shift, and interac-
tion with diverse users and tools. Robustness of a system
refers to its ability to maintain reliable, stable, and acceptable
performance under a wide range of internal and external con-
ditions, including uncertainties, disturbances, and unforeseen
situations. In the EU Project RobustifAI we consider three
dimensions of robustness:

Technical Robustness is the capacity of a GenAI system
to operate reliably, securely, and predictably under all
specified technical conditions. It encompasses resilience

to noisy, incomplete, and adversarial inputs (including
model poisoning), as well as robustness against numer-
ical instability, hardware-induced faults, and software–
hardware integration issues.

Operational Robustness is the ability of a GenAI system
to operate reliably, stably, and context-appropriately un-
der real-world conditions over time. It encompasses re-
silience to environmental variability, distribution shifts,
and concept drift, as well as robustness to system inter-
actions and evolving operational contexts.

User Robustness denote the alignment of a GenAI system
with societal norms, ethical principles, legal require-
ments, and the heterogeneity of its user base. It includes
the capability to interact reliably and contextually appro-
priately with diverse users, taking into account linguis-
tic, cultural, and cognitive differences, as well as poten-
tial user errors and misunderstandings.

Engineering such robust systems is a challenge, especially
in complex systems like autonomous driving. A widely used
technique for handling the complexity of developing such
systems is to use scenario-based simulation [Riedmaier et al.,
2020]. In this paper, we handle two challenges for scenario-
based simulation:

• Domain experts describe traffic situations often in nat-
ural language, while downstream analysis, testing, and
assurance require formal and machine-processable sce-
nario representations [Ulbrich et al., 2015; Menzel et al.,
2018; Veizaga et al., 2021].

• Simulating the environmental variability is needed to en-
sure operational robustness. Representing the human
variability in mixed-traffic, i.e. having a mix of human
drivers and vehicles with different degrees of automa-
tion is difficult, and techniques and tools for represent-
ing different human drivers and their driving profiles are
needed [Wang et al., 2024a; Rahmani et al., 2026].

Traffic Sequence Charts (TSCs) provide a promising basis
for handling the first issue, and for the second issue we will
introduce human driver models as part of the simulation. The
human driver models are based on cognitive architectures and
provide the necessary means to introduce controlled variabil-
ity into the simulated scenarios.



TSCs combine a graphical notation for traffic scenarios
with a formally defined semantics, making them suitable both
for communication with domain experts and for formal analy-
sis by tools. However, constructing TSCs remains a demand-
ing task. Natural-language descriptions are easy to produce,
but they are often underspecified, ambiguous, and highly vari-
able in wording. Formal scenario models, in contrast, re-
quire explicit structure, consistent actor references, and pre-
cise spatial-temporal relations. This creates a gap between
the way traffic scenarios are commonly described in practice
and the way they must be represented for robust verification,
validation, and testing.

A straightforward application of large language models
to this translation problem is attractive, but insufficient for
robustness-critical use cases. End-to-end generation of for-
mal artifacts from free-form text is vulnerable to hallucina-
tions, invalid structure, lexical variation, and silent misin-
terpretation of scenario details. These weaknesses are espe-
cially problematic when formalized scenarios are later used
as inputs to simulation, safety analysis, or assurance argu-
ments. In other words, the problem is not merely one of
language understanding, but of robustly grounding natural-
language descriptions in an intermediate representation that
is both human-interpretable and formally usable for simula-
tion.

This paper argues that the translation from natural language
to TSCs should not be treated as a single unconstrained gener-
ation step. Instead, we propose NL2TSC, a modular pipeline
that decomposes the task into retrieval, selection, and assem-
bly stages using validated intermediate artifacts called Spatial
View Cards (SV-Cards) and how its outputs can be used for
simulation. Each SV-Card captures a reusable spatial con-
figuration in a structured and human-readable form, together
with actors, invariants, and links to formal TSC fragments.
Natural-language scenario descriptions are segmented into
sub-events, matched to candidate SV-Cards, ordered into a
coherent sequence, and then assembled into a TSC. This de-
sign aims to improve robustness by constraining generation,
grounding decisions in curated scenario primitives, and pre-
serving traceability from input text to formal output.

The contribution of this paper is therefore not a finished
benchmark result, but a conceptual and methodological pro-
posal for robust scenario formalization. We position NL2TSC
as a neural-symbolic interface between informal traffic de-
scriptions and formal traffic scenario models, with a partic-
ular emphasis on constrained generation, traceability, and
uncertainty-aware structuring. We illustrate how this de-
sign can address common failure modes of direct natural-
language-to-formal-scenario translation and outline an eval-
uation protocol for testing robustness of created scenario us-
ing a human model. In this paper, we will focus primarily
on the introduction of the NL2TSC process, and not on the
description of the human driver model itself, as this is out-of-
scope for this paper. The co-authors have extensive experi-
ence with modelling drivers and driver profiles in the cogni-
tive architecture CASCaS, see [Suchan and Osterloh, 2023;
Trende et al., 2023; Lüdtke et al., 2009].

In summary, this paper makes four contributions. First,
it introduces a conceptual framework for translating natural-

language traffic scenario descriptions into TSCs via reusable
intermediate SV-Cards. Second, it advances the hypoth-
esis that decomposition, retrieval grounding, and schema-
constrained selection improve robustness compared with di-
rect end-to-end formal generation, by using the results for
simulation. Third, it outlines a practical evaluation plan for
assessing the robustness of such pipelines in scenario-based
engineering for automated driving. Fourth, we propose the
co-simulation with a human model to introduce the necessary
controlled variability into the simulation.

2 Background
Traffic Sequence Charts (TSCs) are a visual yet formal lan-
guage for specifying traffic scenarios and scenario-based re-
quirements in automated driving. They combine intuitive
graphical descriptions with a mathematically defined seman-
tics, so that the same artifact can support communication with
domain experts as well as formal analysis by tools [Damm
et al., 2017; Damm et al., 2018a; Damm et al., 2018b;
Damm et al., 2018c]. A TSC represents a scenario as a
temporally ordered sequence of spatial situations over rel-
evant actors and infrastructure, making maneuvers such as
lane changes or overtaking explicit while avoiding the ambi-
guity of unrestricted natural language. In this sense, TSCs are
not only a notation for scenarios, but also a structured world-
modeling interface for capturing entities, relations, and as-
sumptions relevant to traffic behavior [Damm et al., 2018c;
Grundt et al., 2025a; Borchers et al., 2025].

Recent work has shown that TSCs can serve as a com-
mon formal substrate across multiple stages of the automated-
driving toolchain. They have been used for simulation and
scenario instantiation [Kalwa, 2021; Becker et al., 2022;
Borchers et al., 2025; Becker and Neurohr, 2025], runtime
monitoring and detection of novel traffic situations [Grundt
et al., 2022; Saxena et al., 2025], and knowledge formal-
ization, testing, and explanations [Borchers et al., 2024;
Grundt et al., 2025a; Grundt et al., 2025b]. For the present
paper, the most relevant insight is that TSCs provide reusable,
structured scenario building blocks with clear semantics, but
still require expertise to author manually. NL2TSC addresses
this bottleneck by investigating how natural-language traffic
descriptions can be translated into TSC-compatible represen-
tations in a robust and traceable way.

More broadly, scenario-based testing and scenario gener-
ation have become a central paradigm for automated-vehicle
validation, with recent surveys and tool frameworks cover-
ing data-driven, knowledge-based, and adaptive scenario gen-
eration workflows [Cai et al., 2022; Wang et al., 2024b;
Finkeldei et al., 2025].

3 Using Natural Language to Simulate and
Test Automated Vehicles in Scenarios with
Human Models

Given a natural-language scenario description, the pipeline
first derives a segmented representation of the scenario, then
retrieves candidate SV-Cards for each segment from a given
collection, selects an ordered sequence, and finally assembles



the resulting sequence into a TSC (called NL2TSC subsec-
tion 3.1. Using TSC2OpenX [Kalwa, 2021] concrete scenar-
ios will be created for the later co-simulation (see subsec-
tion 3.2). Besides the Spatial Views, the LLM also retrieves
a human model, which can be simulated in SILAB. To sim-
ulate both the human-model and an automated vehicle they
both are co-simulated. Figure 1 illustrates the overall work-
flow.

Figure 1: The key idea is to simulate robust test scenarios from a nat-
ural language description by robust translation into TSCs (NL2TSC)
and co-simulating a human model and an automated driving function
(AV).

In the following subsections we propose our ideas and
methods.

3.1 NL2TSC: Building TSCs from Natural
Language

The central idea of NL2TSC is that natural-language traffic
descriptions should not be translated into a complete TSC in

one unconstrained generation step. Instead, we decompose
the task into retrieval, selection, and assembly over a library
of reusable Spatial View Cards (SV-Cards). This design is
motivated by robustness: rather than asking a model to invent
a formal artifact from scratch, we ground the translation in
curated intermediate units that are human-readable, schema-
validated, and directly linked to formal TSC fragments, the
spatial views.

Problem formulation Let x be a natural-language scenario
description and let V denote a library of SV-Cards. Each view
v ∈ V represents one spatial situation, such as “ego follows
another vehicle in the right lane” or “the overtaking vehicle
is between both lanes during a lane change”. The goal is to
construct an ordered sequence of SV-Cards

z = (v1, . . . , vn), vi ∈ V,

that captures the temporal progression described in x, and
then reconstruct this sequence into a TSC consequence1

TSC = reconstruct(z) = v1 ◦ · · · ◦ vn,

where the function reconstruct concatenates the formal spa-
tial views associated with the selected cards.

Instead of directly learning a mapping x 7→ TSC, we fac-
tor the problem into

x → (s1, . . . , sn) → (C1, . . . , Cn) → z → TSC,

where si are textual segments of the scenario, Ci ⊆ V are
retrieved candidate cards for segment si, and z is the final
ordered selection. This factorization is the key methodolog-
ical choice of the project, to eliminate the direct generation
of TSCs or any other scenario description language. We can
guarantee correct Spatial Views and using them build scenar-
ios.

Spatial View Cards as Intermediate Representation SV-
Cards are the core abstraction of the approach. As mentioned,
instead of letting the LLM generate XML-output itself, we
use it to understand the natural language input and select
the most fitting spatial views. These are intended to capture
reusable spatial building blocks that are specific enough to
support formal reconstruction, but simple enough to be in-
spected, curated, and matched from language. In the current
prototype, each SV-Card is stored as a structured YAML arti-
fact with at least the following fields:

• a stable identifier and human-readable name,

• a short textual description,

• domain tags and participating actors,

• a set of textual invariants describing the parameter space
of actors,

• source metadata linking the card back to a concrete TSC
fragment.

1For the current method, we assume that other building blocks of
a TSC, such as the history and future are empty. Currently we only
build a sequence of spatial views as the consequence. TSCs would
allow also different operations, such as choice or concurrency of
spatial views.



This representation serves several purposes at once. First,
it creates a vocabulary of scenario primitives that can be re-
trieved by a LLM from natural language. Second, it enables
schema validation and consistency checks before any model
is run. Third, it preserves traceability by mapping each se-
lected card back to the original formal spatial-view fragment
(XML-TSC format) from which it was derived. Currently,
the approach segments the natural-language input into its sen-
tences and retrieves the candidate set Ci ⊆ V of relevant Spa-
tial View Cards using BM25-based lexical similarity rank-
ing [Robertson and Zaragoza, 2009], which estimates the rel-
evance of SV-Cards based on term overlap and probabilistic
relevance scoring.

Conceptually, SV-Cards play the role of a symbolic
grounding layer between natural language and formal sce-
nario notation. By grounding each step in explicit spatial
views, the translation process becomes inspectable: one can
see which sub-description triggered which candidate cards,
whether the selected sequence matches the intended maneu-
ver, and of which SVs the final TSC was assembled.
Reconstruction of a TSC After selecting and ordering the
SV-Cards, the corresponding formal spatial-view fragments
are combined into a coherent Traffic Sequence Chart (TSC)
(see section 3.1). Since each SV-Card is linked to a validated
TSC fragment, the reconstruction process can assemble the
scenario compositionally while preserving semantic consis-
tency and traceability. This constrained reconstruction avoids
unconstrained XML generation and ensures that the resulting
TSC remains structurally valid. As TSCs describe logical in-
stead of concrete scenarios, a single TSC represents a space
of scenarios. To obtain executable simulation scenarios,
we use TSC2OpenX [Kalwa, 2021], which transforms for-
mal TSC specifications into OpenDRIVE/OpenSCENARIO-
based simulation artifacts that can be executed in simulators
such as esmini.

3.2 Co-Simulation of an automated driving
function and a human behavior driver

To realize a prototypical implementation the inclusion of an
already existing human driver model implemented in CAS-
CaS is reused. This model is integrated into the commer-
cially available driving simulation software SILAB2. The
same software is also used in our motion simulator at DLR-
SE which allows us to investigate human driver behavior as
well as develop and validate the driver model behavior within
the same driving scenarios. For this paper, we did not conduct
any driving behavior studies, instead we reused the driver
model and SILAB environment and connected the esmini
simulator via a simple bi-directional UDP connection (using
the C-API of esmini). esmini allows to load OpenDRIVE and
OpenSCENARIO files which were created in section 3.1.

In this co-simulation, esmini is connected as a ”client” to
the SILAB environment. Since SILAB runs in real-time only,
the SILAB simulation clock is used as master clock and is
sent via UDP to esmini to synchronize the two simulations.
Within the OpenSCENARIO file we implemented different
traffic participants roles. First, the Automated Vehicle (Ego)

2https://wivw.de/en/silab-2/

which is controlled by the driving automation (system un-
der test), which is also integrated as a separate C-Code mod-
ule in esmini Second, the DriverModel traffic participant is
externally controlled by the CASCaS model in SILAB and
the vehicle’s location data is sent to esmini. Third, based on
the specification of the TSC scenario there can be additional
Other traffic participants, which are directly controlled by the
OpenSCENARIO description.

In turn, the automated vehicle data is sent to SILAB which
allows to visualize both vehicles in both simulation environ-
ments. Other vehicles are controlled inside esmini and their
locations are also sent to SILAB.

4 About Robustness
The contribution of this work is primarily conceptual and
methodological. But our concept should show the different
robustness dimensions in its inherent design. Using the pro-
posed pipeline it enables us to describe scenarios using NL
and generate robust scenarios (NL2TSC). Afterwards a driv-
ing function will be tested using a co-simulation environment
with a human model. This allows the testing of this driving
function in an much more complex environment because of
the human component giving the scenarios more variety and
realism.

We do not claim completed empirical validation yet; in-
stead, we formulate a set of hypotheses that guide the next
project stage. For this we want to show, that the simulation
of scenarios from natural language scenario descriptions is
robust and physically sound.

4.1 Creating robust TSCs using NL2TSC
As TSCs represent logical scenarios instead of concrete sce-
narios, they enable a much broader representation for traffic
scenarios. The system does not ask a model to invent arbitrary
formal syntax, but uses natural language inputs, and instead
of retrieving complete scenarios or generating text in a maybe
unknown syntax, it selects from a curated library of existing
scenario primitives for TSCs. A scenario described in differ-
ent words should still map to similar candidate sets and, ide-
ally, to the same final SV sequence, resulting in TSC, which
can easily be used for simulation. This is relevant for natural-
language descriptions that are incomplete, ambiguous, or in-
tentionally abstract (user robustness).

By restricting the output space to curated and validated
scenario cards, the system should produce fewer invalid or
hallucinated formal artifacts, because the model can only re-
trieve existing (and already correct) spatial views. This re-
duces the risk of hallucinated structures and invalid identi-
fiers. SV-Cards are validated against a schema before use, and
LLM selection outputs are validated against a JSON schema
after generation. This introduces explicit structural checks
around otherwise brittle language-model behavior. This im-
proves technical robustness as the final output is semantically
sound.

The modular pipeline design improves operational robust-
ness: Retrieval, selection, reconstruction, and simulation are
separated cleanly enough that individual components can be
replaced or strengthened without redesigning the whole sys-
tem. This is important for engineering workflows in which



different models, card libraries, or validators may be needed
across deployment contexts.

4.2 Robust Co-Simulation with Human Models
Scenario-based simulation is a central instrument for vali-
dating automated driving systems against the robustness di-
mensions defined above. While environmental and sensor
variability can be reproduced through parameterised world
models, capturing the variability of human behavior – both
of surrounding road users and of the in-vehicle operator –
requires dedicated cognitive models. The cognitive architec-
ture CASCaS (Cognitive Architecture for Safety Critical Task
Simulation) [Lüdtke et al., 2009] provides such a foundation.
Originally developed for human error simulation in the avia-
tion and automotive domains, CASCaS represents human be-
havior through a three-layer model of autonomous, associa-
tive, and cognitive control, augmented by perceptual, mem-
ory, and motor components. In a scenario-based pipeline, in-
stances of CASCaS act as virtual surrounding drivers and as
virtual occupants of the vehicle under test, exposing the au-
tomated driving function to behavioral variability that purely
rule-based or replay-based traffic models cannot reproduce.

A key aspect of operational robustness is the ability to
remain stable under environmental and contextual variabil-
ity, including distribution shift and rare interaction patterns.
CASCaS supports this by generating diverse, internally con-
sistent driver behavior as a function of cognitive parameters
such as accepted gap sizes, realistic human gap prediction,
attention allocation, and workload (see e.g. [Lüdtke et al.,
2009]). By varying these parameters across simulated agents,
scenario campaigns can systematically cover behavioral edge
cases – for example delayed reactions due to misallocated at-
tention, omitted glances, or misjudged gap sizes – that are
difficult to enumerate from recorded data alone. Coupled
with formal characterisations of driving dynamics such as the
ASP-based situation awareness model in [Suchan and Oster-
loh, 2023], the simulator can also reason about when a sur-
rounding driver is likely to misinterpret the scene, providing
targeted out-of-distribution test cases for the automated vehi-
cle.

Within the vehicle, robustness must hold across heteroge-
neous users with different cognitive profiles, preferences, and
trust levels. CASCaS-based occupant models allow takeover
requests, mode transitions, and HMI dialogues to be evalu-
ated against a population of cognitively distinct drivers rather
than a single average user, making fairness and inclusion is-
sues observable before deployment. Complementary, recent
work on online customisation of driving style for highly au-
tomated vehicles [Trende et al., 2023] shows that matching
vehicle behavior to user expectations reduces misunderstand-
ings and perceived risk, contributing directly to the societal-
robustness objectives of trust, acceptance, and minimisation
of individual risk.

5 Evaluation
As an initial use case, we consider an overtaking maneuver on
a two-lane highway, which is also a representative scenario
family in prior TSC-based work [Borchers et al., 2024]. This

scenario is well suited for illustrating the idea of NL2TSC
because it consists of a small number of clearly distinguish-
able spatial views that nevertheless require temporal ordering
and consistent actor references. A natural-language descrip-
tion may state that the ego vehicle initially follows a slower
vehicle in the right lane, changes to the left lane, passes the
other vehicle, and finally returns to the right lane after re-
establishing a safe longitudinal gap. For a more critical test-
ing scenario an input could describe three vehicles from the
fastest at the back to slowest in front, where both cars want to
overtake the vehicle in the front.

For the overtaking case, these views can correspond to, for
example, (i) a following configuration in the right lane, (ii)
the lane-change initiation, (iii) the passing phase with the ego
vehicle in the adjacent lane, and (iv) the return to the orig-
inal lane. The important point is that these are not arbitrary
text fragments, but reusable scenario cards represented as SV-
Cards. The system can therefore retrieve candidate cards for
each step, order them into a coherent maneuver sequence, and
reconstruct a TSC from the linked formal fragments.

5.1 Retrieval Evaluation
For the evaluation of this retrieval a first comparison be-
tween retrieval-based baselines and the constrained LLM-
based variant of NL2TSC. In particular, we will compare:
(i) keyword or BM25 retrieval with simple top-hit sequenc-
ing, (ii) retrieval with beam-based sequence construction, and
(iii) retrieval followed by schema-constrained LLM sequence
selection. In addition, ablation studies will assess the effect
of optional canonical rephrasing, candidate preselection, and
duplicate penalties during sequence construction. This makes
it possible to isolate which parts of the pipeline contribute
most strongly to robustness. At the sequence level, we plan
to measure exact sequence accuracy, that is, whether the pre-
dicted SV sequence exactly matches a gold sequence. In addi-
tion, we will compute precision and recall over selected SV
identifiers, which allow partial credit when the correct sce-
nario components are retrieved but not perfectly ordered. To
assess generation safety, we will track the hallucination rate,
i.e., the proportion of predicted identifiers that do not exist in
the validated SV registry. Interesting robustness metrics in-
clude, whether the LLM is capable of construct semantically
correct sequences. This includes for example, if the vehicle
order stays the same in two following spatial views.

5.2 Automated Driving Function Testing
The proposed pipeline enables systematic variation through
co-simulation of human models in scenarios derived from
natural-language descriptions. To evaluate automated driv-
ing behavior, concrete simulation scenarios are executed in
a co-simulation setup (see subsection 3.2), where the auto-
mated vehicle interacts with a parameterized human driver
model. This allows testing not only under idealized condi-
tions but also under realistic and diverse human behaviors,
such as varying reaction times, aggressiveness, or compliance
with traffic rules. Performance metrics can include safety-
critical indicators (e.g., collision rates, time-to-collision), be-
havioral correctness (e.g., successful maneuver completion),



Figure 2: Example sequence of Spatial Views for a TSC in the overtaking evaluation use-case.

and robustness under scenario variation (e.g., paraphrased in-
puts leading to equivalent outcomes).

6 Limitations and Future Work
The current prototype for scenario generation should be un-
derstood as a first realization of this idea rather than a com-
plete solution. The existing card library is still small and
focused on a limited set of overtaking scenario segments.
Segmentation is heuristic, retrieval is mainly lexical, and se-
quence construction is only partially semantic. Nevertheless,
the implemented pipeline already demonstrates one core con-
cept of the scenario generation: robust natural-language-to-
TSC (NL2TSC) translation can be approached as a neural-
symbolic selection problem over validated intermediate sce-
nario units.

This framing also suggests a clear path forward. Bet-
ter retrieval models, richer card libraries, stronger tempo-
ral and positional consistency checks. A natural exten-
sion of the current pipeline is to move from purely lexi-
cal retrieval toward retrieval-augmented generation (RAG),
in which external scenario knowledge is retrieved dynami-
cally and incorporated into generation [Lewis et al., 2020;
Jiang et al., 2023]. However, RAG should not be treated as
a robustness guarantee by itself as recent work shows that
such systems remain sensitive to query formulation, retrieval
noise, and conflicts between retrieved evidence and model-
internal knowledge [Perçin et al., 2025; Wang et al., 2025].
For NL2TSC, this suggests that future RAG-style extensions
should be combined with the same design principles empha-
sized in this paper, namely validation, constrained selection,
and traceable intermediate artifacts.

In future work, the same use-case pattern can be extended
in several directions. The overtaking scenario can be para-
phrased in multiple linguistic forms while preserving the
same intended TSC, making it suitable for robustness tests
under wording variation. Also, ambiguity can be introduced
deliberately, for example by omitting whether the return to
the original lane happens before or after a sufficient safety
distance is reached. Lastly, more complex variants and pa-
rameter decisions for the model can be considered, such as
overtaking in the presence of additional vehicles, different ve-
locities to have the model decide for more critical situations,
or more critical specified relative positions. These extensions
make the overtaking family a convenient starting point for
both prototype development and systematic evaluation.

7 Conclusion
This paper presented NL2TSC as a robustness-oriented ap-
proach for translating natural-language traffic scenario de-
scriptions into Traffic Sequence Charts and the concept of co-
simulating an automated vehicle in an environment with an

human model. The key idea is to avoid direct unconstrained
generation and instead formalize scenarios through interme-
diate SV-Cards that are reusable, validated, and traceable to
formal TSC fragments. This makes the translation process
more inspectable and provides a principled basis for handling
ambiguity, linguistic variation, and downstream tool integra-
tion. The proposed co-simulation approach enables testing
an automated driving function with cognitively grounded hu-
man driver models, enabling more realistic and robustness-
oriented testing of automated driving functions under diverse
interaction behaviors and mixed-traffic conditions.

Although the current work is still at the prototype stage, it
already suggests a clear research direction: robust formaliza-
tion should be treated as a grounded selection-and-assembly
problem rather than as unrestricted text generation and ro-
bust testing by co-simulating an automated driving function
and a human model. Future work will extend the SV-Card li-
brary, broaden the scenario benchmark, and evaluate the pro-
posed pipeline systematically under paraphrase, incomplete-
ness, and adversarial phrasing. At the same time, we want to
encode more complex driving maneuvers for unexpected hu-
man driving behavior. In this way, the pipeline can contribute
to a broader robustness agenda in which natural-language in-
teraction and formal scenario engineering are brought into
closer alignment.
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Möhlmann. Towards runtime monitoring of complex sys-
tem requirements for autonomous driving functions. In
4th International Workshop on Formal Methods for Au-
tonomous Systems, FMAS 2022 and 4th International
Workshop on Automated and Verifiable Software sYstem
DEvelopment, ASYDE 2022, volume 371 of Electronic
Proceedings in Theoretical Computer Science, pages 53–
61, 2022.

[Grundt et al., 2025a] Dominik Grundt, Astrid Rakow,
Philipp Borchers, and Eike Möhlmann. What does ai need
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