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Abstract. Recent years have seen a significant increase in the inter-
est in reactive synthesis from specifications that relate to infinite state
spaces. We present sweap, a tool for synthesis of infinite-state Linear
Integer Arithmetic reactive systems. sweap implements a CEGAR ap-
proach, relying on state-of-the-art finite-state synthesis tools as black
boxes to solve abstract synthesis problems. sweap supports most common
input formalisms for infinite-state reactive-synthesis problems: Temporal
Stream Logic Modulo Theories, Reactive Program Games, the bespoke
input of the Issy tool, and our own bespoke input. We present a mature
version of sweap with novel features: a dual abstraction approach that
improves its capabilities in proving unrealisability, support for nondeter-
ministic and unbounded updates, more general initialization of variables,
and equirealisable reductions for optimisation. Experimental evaluation
shows that sweap outperforms its only competitor in this domain.
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1 Introduction

Reactive synthesis aims at generating correct-by-construction programs from
high-level temporal specifications. This problem is framed as a two-player game
between a controller and an adversarial environment [18]. A program, then, is a
winning strategy for the controller (if any exists). The traditional setting is that
of synthesis over propositions. Given the success of state-of-the-art techniques
in this finite domain, many in the community have started moving beyond,
to infinite-state domains. Several tools and techniques have been developed,
showing surprising effectiveness for an undecidable problem.

First attempts to tackle this problem relied on a counter-example guided
abstraction refinement (CEGAR) approach — a finite abstraction of the infinite-
state problem is computed and fed to an LTL synthesis tool, and the strategy
received is used to refine the abstraction or conclude un/realisability. Approaches
that originally tackled problems defined in Temporal Stream Logic (TSL) [7],
LTL modulo theories [14], and others [20], are of this kind. By design, these
focus on learning new safety properties of the underlying theory, relative to the
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predicates and updates in the objective. Since the cost of finite LTL synthesis is
high, these approaches start with essentially no abstraction and build it through
refinement. In any case, the basic CEGAR setup proves insufficient for infinite-
state problems where liveness is important: in this context, one may never learn
enough properties to conclude that, e.g., incrementing an integer repeatedly will
eventually make it greater than an arbitrary value.

Later approaches targeting Reactive Program Games (RPG) and ISSY im-
proved using symbolic analysis of game graphs, with quantifier elimination com-
puting winning regions of (symbolically represented infinite) graphs; using accel-
eration to bypass infinite refinement that CEGAR-based approaches had [9/10].

This paper concerns sweap, a CEGAR-based tool for synthesising strategies
for LTL games over infinite-state arenas. Our approach [3] goes beyond previous
CEGAR-based work, by starting with a full predicate abstraction and automat-
ically learning relevant liveness properties of the game. The abstraction and the
LTL objective are fed to an LTL synthesis tool in each CEGAR round. We rely
on a novel binary encoding of predicates that reduces the size and computation
time of predicate abstraction to polynomial rather than exponential. Thanks to
this efficient encoding, the size of the LTL formula is no longer exponential in
the number of predicates, reducing the cost of synthesis. This binary encoding
enables sweap to eagerly add relevant LTL formulas, to the abstraction, that
describe the effect of state updates (inc/decrementing) on the predicate state.

In this paper, we present a mature version of sweap supporting higher-level
problem that include numeric inputs, uninitialised variables, and unbounded
controller updates. Furthermore, we address sweap’s previous limitations with
solving unrealisable problems: we describe how sweap can dualise the problem
by under-approximating control of the arena, rather than the standard over-
approximating. We also describe how we implemented automatic translations
of other languages into the sweap, allowing better comparison between different
approaches, along with several equirealisable reductions. On benchmarks from
literature, we show how these new features increase the capacity of sweap and
that sweap outperforms the main tool in this domain on literature benchmarks.

2 The sweap Approach

Problem formulation. sweap solves infinite-state reactive synthesis problems
given as LTL games. The game arena is a symbolic automaton with a finitely
many control states. Transitions relate to input, output, and state variables. The
objective is an LTL formula over control states and first-order predicates over all
state variables, inputs, and outputs. Inputs and state variables may have infinite
domains, while outputs are Boolean. Unlike inputs and outputs, state variables,
unless updated explicitly (w.r.t. previous values), preserve their value. Arena
transitions describe conditions on the next value of state variables, with nonde-
terministic updates, including infinite-branching, resolved by the controller.

CEGAR approach. sweap takes a standard CEGAR approach [5] (see Fig. .
Given arena A and objective ¢, sweap creates the abstract arena a(A) via pred-
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Fig. 1: Overview of sweap’s workflow.

icate abstraction [8], and synthesises for a(A) = ¢ with a finite synthesis engine
(Strix [I6] or SemML [I3J19]). By abstraction soundness, if a controller is found
it is also valid for the concrete problem. Spurious counterstrategies (determined
through invariant checking), are used to refine the abstraction for a new attempt.

sweap innovates on the CEGAR approach for synthesis [12I14] by using live-
ness refinement, only resorting to safety refinement when the former is unsuc-
cessful. This refinement relies on termination checking of the concrete behaviour
induced by spurious lassos in abstract counterstrategies; and then refining the
abstract problem with the learned terminating behaviour.

To manage the complexity of predi-
cate abstraction (exponential) and syn-
thesis (doubly exponential), sweap uses a INPUTS {i : natural }
unique and natural binary encoding of OUTPUTS {}
predicates. Intuitively, LTA predicates are STATE VARIABLES { x, Y:.natura/}

. . . CONTROL STATES { q: init }
normalised into .the form ¢ < ¢, where t is OBJECTIVE { Fy —— 0 }
a term over variables, and ¢ a term over TRANSITIONS
constant values. For each term, predicates  fq .5 qx > 0&y >0

Listing 1: sweap example.

can be used to define mutually exclusive #xX >=x-1&
intervals that cover the number line. For y =yl
example, given predicates z < 0, z < 4, q->qx=0&y>0
and x < 10, we can define formulas over #y >=y-1&
these predicates to state that « € (—o0,0), x =il }

z € [0,4), x € [4,10), and x € [10,00). As
these four statements are mutually exclusive, and their disjunction is a tautol-
ogy, we can represent them using two Boolean variables. By following these in
the abstraction, rather that the single predicates, computing the abstraction be-
comes polynomial rather than exponential. Other CEGAR approaches create a
fresh Boolean variable per predicate [14J20I7], making the Boolean LTL synthe-
sis problem doubly exponential in the number of predicates. In our case, given
the binary encoding, the complexity of the abstract synthesis problem is only
exponential in the number of predicates. Importantly, sweap further adds accel-
eration assumptions purely based on these intervals, encoding that incrementing
a term infinitely often, without similar decrements, must lead to reaching higher
intervals (and, similarly, decrementing leads to lower intervals) [3].
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Ezample 1. Listing[T)is an example of a sweap problem. Transitions are guarded
by two conditions, separated by #, respectively over the current state (a guard)
and the state change (an update). A transition is triggered when its guard holds,
and consequently we require determinism over these guards. A primed variable
z' denotes the next value of variable x. The game has an LTL reachability
goal stating that variable y eventually has value 0, to be achieved within the
constraints of the arena. The arena has two transitions: the first is triggered
when both z and y are greater than 0, and lets the controller choose the next
value of x within the given constraints. Similarly, the second transition can only
be taken when x is 0 and y is greater than 0, and allows some choice in the next
value of y, but forces the next value of x to match the current value of input
variable ¢. Transitions describe how the state is allowed to evolve under certain
conditions; if no state change is allowed, e.g., when x = y = 0, the entire arena
just stutters. sweap determines this problem realisable, and returns a controller
that simply chooses the smallest allowed value of x and y in each turn.

Other Features. sweap also supports one-shot finite synthesis over its input lan-
guage, when all the types are finite (Boolean, or bounded intervals). Moreover,
it provides arguments to verify returned controllers against the arena and ob-
jective through composing these in a nuXmv model. The user can also use this
model to simulate the execution of the program against the strategy.

3 Beyond Bounded Inputs and Updates (and more)

The theory behind the prototype version of sweap required fixed initial values
of state variables, Boolean inputs, and a finite set of assignments for variable
updates. This setting can encode specifications equirealisable to any LIA specifi-
cation in TSL, RPG, and ISSY (up to addition of extra variables), with excellent
comparative performance and success rate [3]|, but required manual translation
of specification and the arena, which is error-prone [4]. We have since extended
the syntax of sweap’s own input language to enable higher-level specifications
(see Listing [1). Here we describe the novel features. Throughout we refer to
predicates that refer only to state variables as state predicates and those that
also refer to inputs as input predicates.

Uninitialized state variables. With unintialised state variables, sweap attempts
to find a strategy that works for all possible initial values. When constructing the
abstraction, sweap determines all possible satisfiable combinations of state pred-
icates. These options become an initial assumption in the abstraction formula,
limiting the abstract environment to a legal initial choice of state predicates.

Unbounded Inputs. Numeric inputs are now a first-class feature and the predicate
abstraction now also follows input predicates.

Input predicates may relate inputs with state variables: in a naive approach,
where the environment is unconstrained in its choice of input predicates, it would
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be allowed to choose illegal predicate combinations. To maintain soundness, we
construct the set of all legal input states as follows. First, we collect all satisfi-
able combinations of input predicates; then, for each combination, we perform
quantifier elimination (QE), asking for a necessary condition on state variables
for its satisfiability. We restrict the environment to this set of combinations and
their conditions, enforcing local legality [20].

Given local legality, during spuriousness checking we can assume that inputs
are always set in a way compatible with the input predicates chosen by the
environment. Thus spuriousness is always due a wrong state predicate guess.
However, such a wrong guess may be due to too coarse input predicates. Consider
z' = i, where x and ¢ are respectively state and input variables. The environment
may wish x = 7 to be true in the next step, however it only knows ¢ > 0. It
sets this predicate in the current step and = = 7 in the next, as the transition is
satisfiable. Spuriousness checking will find a mismatch, since not all models of
1 > 0 imply x = 7. Then we require refining of input predicates.

For safety refinement, given a counterexample, we previously relied solely on
sequence interpolation [I5]. This constructs a sequence of formulas correspond-
ing to the counterexample: the initial concrete counterexample state, formulas
corresponding to the arena transitions and predicate choices in each time step,
and a final formula representing the wrong guesses of the counterstrategy. Note
that we do not include the concrete values of input variables in the counterex-
ample, and ground all Boolean variables on their concrete values, giving a purely
numeric formula. Variables appearing in these formulas are time-step indexed,
giving a sequence of formulas Fy, ..., F},, M, where M is the conjunction of the
wrong predicate guesses in the last counterexample state. Interpolants are com-
puted for each time-step i, as formulas over the common alphabets of F; and
F;4+1. However, input variables are set freshly in each time-step and are never in
the common alphabet: thus, interpolation can never discover input predicates.

When interpolation fails, we search for additional input predicates that would
allow the abstract environment to reach the predicate state (M) exposed by the
counterexample. This resembles how QE is used in other work [20]. We re-use
the formulas constructed for interpolation: fe.. = (Fo A... A F,) = M. As a
quick first attempt, sweap proceeds by performing QFE over VSy, ..., Sy, fee, where
S; is the set of state variables indexed by 4. This gives us a formula over pure
input predicates. If no fresh predicates are found, we search for predicates that
relate inputs with state variables at each time-step, i.e. to relate the inputs and
state variables at step i, we apply QE on the formula V.S.;, I;. fce, where S;
is the set of state variables not indexed by ¢, and similarly I; for inputs. This
gives us n formulas. From each we extract a set of fresh input predicates, and
choose the smallest non-empty such set to use in the next refinement step.

Unbounded Updates. sweap now supports underspecified updates to state vari-
ables, with the non-determinism resolved by the controller (see Listing. Canon-
ical sweap arenas are still as in the prototype: transitions with guards and a list
of assignments for every state variable (s := f(V') is an assignement, where s
is a state variable, and f(V') a formula over all arena variables). The new high-
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level syntax is translated to this canonical form through a realisability-preserving
transformation of the arena, that is essentially the same as we have previously
described to encode numeric inputs in the arena state [3]. For every transition
that requires unbounded controller choice over variables, we redirect it to a fresh
state that allows the controller to increment or decrement the variables, allowing
it to continue to the original target only when the update condition holds. A
modification of the LTL objective is also required, to ensure the evaluation of
the formula stutters when the arena is in the introduced states, and a guarantee
is added to ensure the controller eventually leaves such states.

4 Flipping Control of the Arena Abstraction

By default the environment controls the state predicates. However, there are
unrealisable problems which do not admit finite counterstrategies with this ab-
straction choice, leading to non-termination for our approach. We introduce a
dual approach, that flips control of state variables to the controller, allowing for
termination in these cases. We consider a simple illustrative example.

Ezxample 2. Consider the problem in List- Listing 2: Dualisation example.
ing where cl and c2 are controller
propositions, i an integer input, and z an  QBJECTIVE {(Fql) & (Gx < 10) }
integer state variable. In q0 the controller TRANSITIONS

can force any value of x, or move to q1  { q0-> q0 [lcl & 12 # x' = x + 1]

(if  is non-negative). At gl the environ- q0 -> q0 [lel & 2 # x' = x - 1]
ment chooses an ¢ to increment z with. q0 -> q0 [cl & x < 0 # x' =]
The controller objective states that even- q0 ->ql [c1 & x >=0 # x' = x]

tually the arena moves to ql and that x ql ->ql [true # x" =x+1] }
is always bounded above by 10.

This example is clearly unrealisable: if ql is reached, there is always an inte-
ger i the environment can choose to make z larger than 10 (in fact, i = 10 always
suffices). However, in our standard flow, where the environment must accurately
emit the current predicate state in each turn, the winning counterstrategy is
infinite. Consider = = 0 initially, and the controller decrements z, leading the
environment to respond correctly with z < 0. At this point, if the controller
chooses to increment x, the predicate abstraction offers two choices for the en-
vironment response: x < 0 or x = 0, i.e. precision is lost. In fact, responding
precisely to any possible sequence of inc/decrements requires counting, and thus
an infinite amount of state predicates.

Our solution is to provide a setting that switches control of state predicates
to the controller. Essentially, in this dual approach, where the controller controls
the state predicates (but the environment remains in control of input predicates)
there is a finite counterstrategy: the environment can simply win by setting
1 > 10 when gl is reached, regardless of the controller choice for state predicates.

To support the dual setting, we change the interaction between the controller
and the environment. Normally, initially, the environment chooses initial values
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Fig.2: A trace from the abstraction of Listing |2 and its dualised counterpart.

of state predicates. Then it chooses inputs followed by the controller choosing
outputs. Then, in every step, the environment chooses predicates (based on the
previously taken transition) followed by inputs, and the controller replies with
outputs. Conceptually, a dual interaction instead includes a choice by the con-
troller for values of state predicates, a choice by the environment of inputs, and
another choice by the controller for outputs and predicates (repeatedly in every
step). We support this by moving the choice of state predicates to the previous
time step. Thus, initially, the controller chooses values for state predicates. Then,
in every step, the environment chooses inputs (including input predicates), the
controller chooses outputs and updates the state predicates based on the tran-
sition. It follows that arena transitions must be executed across time steps.

To enable this in the abstract problem, we change the produced LTL formu-
las by adding one next operator (X) before any occurrence of input or output
variables, and input predicates. Namely, if the original formula is ¢ and the
description of the arena is «(A), the new formula for finite synthesis becomes
a®al(A) Ap?ual | with the modifications described. Notice that, in this new prob-
lem, it is the responsibility of the controller to obey the constraints of the arena.
Furthermore, the initial choices of inputs and outputs (at time 0) do not play
a role in the evaluation of such formulas. In the case of undetermined initial
values, we include an additional interaction between the environment and the
controller at time 0. We check which initial predicate states are feasible and add
enough Boolean inputs to the environment so that it can force one such state.
We then allow the controller, as explained, to choose the actual predicates. We
enforce that the controller copies correctly these values by adding a conjunct
Yinit- Finally, input predicates, which are determined only by the environment,
are also moved to the correct time step (i.e., scoped by X).

We force the environment to choose only legal combinations of input pred-
icates, after the controller acts, by the formula G(@inputs), Where Qinpuis is a
disjunction over all legal input predicate combinations, and obtain the final spec-
ification G(@Yinputs) = Vinit A a®ual(A) A pdual,

Figure [2] shows how an abstract trace for Example [2] changes between the
normal and the dual flow, when following the predicates: * > 0, x > 10, and
i > 10. For simplicity, we write > 0 for £ > 0 A =(x > 10), and ignore ¢ > 10
until ql is reached. Each trace step contains two boxes for the environment
and controller’s choices in each timestep, respectively. When certain choices do
not affect the objective or abstraction, we simply write - in their place. For the
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dual flow, we introduce fresh propositions to let the environment choose the
initial arena state: here we introduce the environment proposition e which when
set forces the controller to choose x > 0 and q0. Note that state predicates
(e.g., x > 0) stay at the same time step, but in the dual flow are chosen by
controller. Controller outputs (cl,¢2) and original environment inputs (i) are
instead pushed to the next state. Hence, if the LTL objective had an assumption
G(ql — (i < 0)), then for the dual problem this would be transformed into
G(ql — X (i > 0)), to maintain the semantics and preserve (un)realisablity.

5 Equirealisable Translations and Reductions

sweap now handles other input languages used by the community, specifically
Temporal Stream Logic (TSL), Reactive Program Games (RPGs), and the Issy
input format. Problems in each format can be translated to equirealisable prob-
lems in the other formats, but they differ in style. In this section, we detail how
sweap transforms these into its format, while maintaining equirealisability. We
also present equirealisable reductions sweap performs to reduce game size.

Reactive Program Games (RPG). A problem described in RPG is a determinis-
tic symbolic arena with an explicit objective over arena control states (safety,
reachability, Biichi, or parity). It includes numeric inputs with a finite set of as-
signments. The translation of the arena defined to sweap’s arena format is thus
simply a parsing and compilation problem. The RPG objectives are transformed
into equivalent LTL objectives over arena states in the expected manner.

Temporal Stream Logic (TSL). TSL problems are LTL formulas, without any
arena, over predicates and a finite set of assignments. To support assignments,
we create an arena that allows the controller to choose among them. To keep the
predicate abstraction small, rather than considering all the possible assignment
combinations, we partition assignments based on a cone-of-influence analysis.
Assignments depending on inputs are placed in the first partition. Each arena
control state corresponds to a partition, and transitions from it to choosing a
combination of assignments in the partition. The controller’s non-deterministic
choice is resolved with minimal fresh outputs. The TSL formula is modified to
serve as the objective, by replacing explicit references to each assignment u =
v := expr, with where v is updated at state s by a statement —sU (s A f,,), where
fu is a formula over the fresh outputs that trigger « in the state s (s corresponds
to the partition w is in). Predicates are handled similarly, so that they are only
evaluated in the initial state of the arena, preserving equi-realisability.

Issy input format. An ISSY problem is a list of formula objectives and games,
with transitions guarded by update formulas. Formula objectives cannot talk
about game arena states, but range over input and state variables, and also over
primed state variables, representing their next-state value. These formulas and
games each express their own objectives, and are interpreted conjunctively.
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We apply some optimisations: (i) Boolean state variables appearing only
primed are transformed into (unprimed) controller propositions; and (ii) numeric
state variables that are never related with other variables have their predicates
given a binary encoding, and the fresh controller propositions are used instead.

ISSY problems do not require an explicit game arena. We check formula-only
problems with Spot [6], to identify whether an arena can be extracted directly
from an objective, or whether an arena, such as that described for TSL, can
be constructed. When these are not possible, we construct a dummy arena that
allows the controller to choose any next value of any state variable.

When arenas are explicitly defined, we transform these into one sweap arena.
For each arena, we normalise transition conditions into DNF form. Unsatisfiable
disjuncts are removed, while the update conditions and guards are separated.
Then, for each state, we get a set of guard and update-condition pairs. By Issy
semantics, the disjunction of the guards here must be a tautology. Given our
optimisations (see (i) above), this may no longer be the case: we resolve this by
a transition to a fresh losing state for the uncovered part of the domain. In the
presence of multiple games, we compute their cross-product. Then, we resolve
any non-determinism in the transition guards with fresh controller propositions,
at which point we get a sweap arena. Game arena objectives are expressed equiv-
alently in LTL and conjuncted to the formula objectives. Objectives need to be
massaged, replacing any predicate that references primed variables into their
next-state representation (e.g., * > 2’ becomes X (Zprer > )).

Equirealisable Reductions. sweap performs several reductions to simplify games
into equirealisabile ones, resulting in smaller synthesis problems.

When there is a non-deterministic choice of next variable value, sweap anal-
yses whether the choice is relevant to the game. It is relevant if the objective
predicates over the variable, or if a data-flow analysis from the relevant state
determines that it is accessed before being assigned a fresh value. Irrelevant
variables from a state are stuttered, or, initially, given a default value.

sweap also employs a reachability analysis, removing any unreachable arena
control states. Furthermore, it computes the arena’s strongly-connected compo-
nents (SCCs), using these to optimise acceleration formulas. SCCs are also used
during the translation of ISSY and RPG problems to detect further losing states
(e.g., states from which a Biichi objective is not reachable). Once a losing state
is reached, the game stops and the arena state stutters.

6 Experimental Evaluation

In this section, we evaluate the presented version of swea;ﬂ, and how it compares
to the state-of-the-art tool Issy [I0]. Issy is the only other available infinite-state
synthesis tool that handles problems unsolvable by safety refinements alone, and
supports the same formalisms as sweap.

4 The development repository for sweap is: https://github.com/shaunazzopardi/sweap.
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Table 1: Results of comparative evaluations of sweap against sweap-strix and Issy.
Columns report the number of Solved problems, Fastest, and Unique solutions.
(a) All problems in sweap’s input format. (b) Problems in ISSY, TSL, and RPG.

Tool S F U Realisable  Unrealisable
Format Tool S F U S F U

sweap-strix 65 41 0

sweap 84 42 19 ISSY Issy 42 18 2 20 14 3
sweap 70 53 40 21 5 4
Breakdown of problems solved by sweap: Issy 52 34 2 16 14 0
PROG ISSY RPG TSL RPG  veap 57 25 7 20 6 4

total: 84 91 77 55
only base: 52 61 51 36 TsL sy 32 17 2 14100
only dual: 12 5 8 11 sweap 38 21 8 17 7 3

base faster than dual: 8 8 4 2

dual faster than base: 12 17 14 6

sweap refers to a virtual portfolio approach: we attempt to solve the same
problem as-is and dualised, always using SemML as the finite synthesis engine,
and then take the fastest time among the two. When both configurations reach a
verdict, these are consistent across all experiments. All experiments described in
this section were run on a GNU/Linux computing cluster equipped with AMD
EPYC 9355 processors. Each task was given 4 CPU cores, a time limit of 10
minutes, and a memory limit of 64 GiB. We run Issy by using a container image
obtained from its official Github repositoryﬂ

Evaluation of novel features. First, we consider the new version of sweap along-
side a configuration sweap-strix that uses Strix as the finite synthesis engine
and does not use dualisation. This configuration roughly corresponds to the ca-
pabilities that the tool had in its prototype stage, but includes optimisations
mentioned in this paper. We perform our comparison over a collection of 95
benchmarks written in sweap’s input language (PROG) [3]. 72 of these are real-
isable. The results are summarised in Table The new version of sweap solves
84 problems, 19 more than sweap-strix, and is faster on 42 of them. sweap-strix
manages to be faster on 41 problems, but there are no problems that it can solve
and sweap cannot. We note that the prototype version of sweap required at least
20 minutes to solve a similar amount of these benchmarks as sweap-strix [3].
Specifically, we are able to solve 7 more problems than sweap-strix just by using
SemML; the other 12 extra problems are solved through dualisation, which is
also faster on 8 of the 20 problems solved by both workflows. Note that this
represents 52% of all 23 unrealisable benchmarks in this set.

The scatter plot in Fig. [3a] compares the runtimes of sweap-strix and sweap. It
shows that sweap’s superiority over sweap-strix comes from solving unrealisable
problems, which are hard without the novel dualisation feature, and from finding
faster solutions to mildly complex problems, most of them with Biichi objectives.
sweap-strix remains faster on small problems, where the overhead of SemML may
be overkill, possibly a sign that sweap may benefit from optimising startup time.

% Inttps://github.com/phheim /issy/, revision 423bd1a, as instructed by its developers.
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Comparative evaluation with Issy. We collect a total of 266 reactive synthesis
problems over Linear Integer Arithmetic from the literature [I7/93ITOR2TITT]
and try to synthesise for them using sweap and Issy. We wish to compare how
they perform on the synthesis problem, rather than simply returning a verdict
without a strategy. However, Issy does not produce counterstrategies, and thus
we can only compare on realisable problems. For completeness, we also compare
performance on unrealisable problems separately, but we stress that in this case
Issy is solving a simpler problem, by only returning a verdict.

Out of 266 problems, 115 are expressed in ISSY (89 realisable), 86 in RPG (66
realisable), and 65 in TSL (45 realisable). Table summarise the results for the
two experiments. For realisability, sweap is able to solve more problems than Issy
across all formats and find more unique solutions. Issy performs comparatively
well, and is faster on more realisable RPG problems. Dualisation does not con-
tribute significantly on realisable problems. For unrealisability, sweap performs
relatively well, even though it is solving a harder problem. Dualisation is helpful
here, uniquely solving 5 ISSY, 8 RPG, and 11 TSL problems, and is faster on
average than the default configuration. Note that whenever both tools manage
to solve a problem, their verdicts are always consistent.

Fig. BbH3d] compare execution times for the two tools. Though describing
conceptually different comparisons, we show the results for both realisable and
unrealisable problems together, due to space constraints. In general, sweap incurs
a certain overhead at startup, always requiring at least a few seconds to reach a
verdict, but does better on larger problems.

We note that the Issy approach is less memory intensive than ours, due to
our reliance on finite-synthesis tools. This is shown in Heim and Dimitrova’s
evaluation of Issy against the prototype version of sweap [I0/11], where only
4 GiB/6 GiB of memory were allocated. sweap’s default reliance on SemML
further increases sweap memory requirements to at least 40 GiB of memory.

7 Conclusion

We presented a mature version of our reactive synthesis tool sweap. The tool
supports all the major input formats that recently emerged from infinite-state
synthesis research, and its bespoke format has been extended to support high-
level specifications. With its novel features and optimisations, the new version of
sweap significantly outperforms its earlier prototype [3] and compares positively
against the state-of-the-art tool Issy [10].

We believe we can optimise our CEGAR loop by manipulating the abstract
game structures directly, instead of formulating them through fresh LTL formulas
at every iteration. In [3] we argued that our technique may generalise to linear
real arithmetic (LRA), and we are investigating a practical implementation.
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