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Abstract. Autonomous AI systems increasingly operate in settings where
their decisions alter physical configurations, institutional permissions,
and normative obligations. Governance must therefore regulate transfor-
mation capacity over a structured world, rather than only verify internal
computations or isolated safety predicates.
We model the real world as a hybrid product space integrating physical,
institutional, and normative dimensions, and use an executable runtime
taxonomy to induce exposure-dependent admissibility. Autonomy is de-
fined as non-degenerate dispersion of action-induced successor configura-
tions, while governance restricts this capacity through layered invariants
and bounded temporal obligations over an extended runtime state.
Under full observation, we characterize the existence of a memoryless
governor by the non-emptiness of the admissible action set at every safe
extended state. Under partial observation, we distinguish exact legiti-
macy assessment from observation-based governability and characterize
the latter through the existence of an action that remains admissible
across all observation-compatible extended states. We further derive a
trajectory-level robustness condition based on distance to illegitimacy
and introduce full- and partial-observation measures of governable trans-
formation dispersion. These results provide a geometric interpretation of
governance as contraction of transformation capacity under operational,
normative, temporal, and epistemic constraints.

Keywords: Governable autonomy · AI systems · Operational contracts
· Transformation semantics · Runtime governance

1 Introduction

Autonomous AI systems increasingly act in environments where their decisions
modify not only physical configurations, but also institutional relations, permis-
sions, and normative obligations. In such settings, governance cannot be reduced
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to monitoring internal computations or enforcing isolated safety predicates. The
object of governance is the transformation of a structured world.
Existing approaches address important parts of this problem. Control theory
and safe reinforcement learning constrain trajectories over physical or stochastic
state spaces [9,13]. Runtime verification and shield synthesis enforce temporal
properties over execution traces [3,8], while contract-based design structures
specifications through assumptions and guarantees [7]. These approaches provide
essential enforcement mechanisms, but institutional and normative structures
are often abstracted away or represented as external annotations rather than as
constitutive components of transformation semantics.
Operational contracts such as Operational Design Domains (ODDs) specify the
conditions under which an autonomous system is authorized to operate. ODDs
are nevertheless often treated descriptively, as collections of environmental con-
ditions. Related work has investigated the learning of monitorable ODDs for
predicting impending departures from an intended operational domain [14]. Our
objective is complementary but different. We interpret operational domains as
executable contracts that determine which transformations remain authorized at
runtime. The operational semantics assumed here follows the runtime taxonomy
introduced in [6], T = (D,S,B,N, interp, update, decide), which maps descrip-
tive evidence to structural states, bounded exposure, and authorization verdicts.
The present paper does not redevelop that authorization semantics. Instead, it
asks a different question: once an executable contract determines operational
admissibility, what portion of the system’s transformation capacity can remain
legitimately exercisable? To answer this question, we distinguish the hybrid real
world from the operational world through which authorization is evaluated. The
hybrid world is modeled as W = Wp ×Wi ×Wn, integrating physical, institu-
tional, and normative dimensions. Each action u ∈ U induces a transformation
Φu : W → W. Autonomy is then defined as non-degenerate dispersion among
the successor configurations induced by available actions.
Governance restricts this transformation capacity through the three layers of
the 3-Shield architecture [5]: user-level authority, operational admissibility, and
functional integrity. Their state constraints are aggregated by intersection, while
their bounded temporal obligations are aggregated by conjunction. This aggre-
gation concerns constraints over a common execution semantics; it is not a be-
havioral composition operator for concurrent components. Because admissibility
depends on accumulated exposure and on the progress of bounded obligations,
governance is defined over an extended runtime state x = (w,m). The corre-
sponding set Uauth(x) contains the actions whose extended successors remain
safe. The governed transformation set Aauth(x) is therefore the state-dependent
portion of the raw transformation capacity A(w) that remains available under
the operational contract.
The paper makes four main contributions. First, it develops a state-dependent
transformation semantics for layered governance, relating hybrid-world configu-
rations, runtime memory, admissible actions, and governed successor sets. Sec-
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ond, under full observation, it characterizes the existence of a memoryless gov-
ernor by the condition Uauth(x) ̸= ∅ at every safe extended state.
Third, under a stochastic observation kernel P : W ⇝ Y, we separate two
epistemic requirements. Exact legitimacy assessment fails when an observation-
compatibility set contains both legitimate and illegitimate configurations. Even
when all compatible extended states are safe, observation-based governability ad-
ditionally requires the common action set Urob(y,m) =

⋂
x∈CX

P (y,m) Uauth(x) to
be non-empty. Thus, pointwise governability of every compatible state does not
imply governability from the available observation. Fourth, we introduce a quan-
titative geometry of governable autonomy. Distance to illegitimacy provides a
contract-dependent robustness margin, while κ(x) measures the fraction of trans-
formation dispersion that remains admissible under full observation. Its partial-
observation counterpart κP (y,m) measures the additional worst-case contraction
produced by epistemic ambiguity. We show that restricting the governor to ac-
tions that remain admissible across an entire compatibility set cannot increase
governable transformation capacity. A running vehicle example instantiates the
framework end-to-end. It exhibits a state with several distinct admissible suc-
cessors, a state where the admissible set contracts to a singleton, and a fault
condition where no admissible continuation exists. The example thereby sepa-
rates non-degenerate autonomy, governability with locally collapsed autonomy,
and loss of governability.
The remainder of the paper is organized as follows. Section 2 introduces the
hybrid-world semantics and the layered operational contract. Section 3 defines
transformation capacity, state-dependent admissibility, and the running exam-
ple. Section 4 establishes the governability results under full and partial observa-
tion. Section 5 develops the quantitative robustness and contraction measures.
Section 6 discusses the scope, implications, and future directions of the frame-
work and concludes the paper. Complete proofs are collected in Appendix A.

2 Hybrid World and Operational Contracts

We distinguish the hybrid real world in which autonomous actions have physical,
institutional, and normative consequences from the operational world through
which their admissibility is evaluated. This section defines the semantic state
space and the layered notion of legitimacy induced by executable operational
contracts.

2.1 Hybrid World Semantics

Classical models of autonomous systems generally represent the environment by
a physical or stochastic state space [13]. Such models do not, by themselves,
explicitly represent changes to permissions, roles, or normative obligations.
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Definition 1 (Hybrid World). The hybrid world is the product space W =
Wp ×Wi ×Wn, where Wp, Wi, and Wn denote, respectively, the physical, insti-
tutional, and normative state spaces. An element w = (wp, wi, wn) ∈ W is called
a hybrid-world configuration.

The physical component represents material configurations and dynamics; the
institutional component represents roles, contracts, permissions, and responsibil-
ities [7]; and the normative component represents valuations of obligations and
permissions [11]. This decomposition is ontological: institutional and normative
structures are embedded in the state space rather than treated as external anno-
tations. Governance must therefore regulate transformations over the complete
hybrid world, rather than physical safety alone.

2.2 Normative Structure and Layered Invariants

The operational layer follows the runtime taxonomy

T = (D,S,B,N, interp,update, decide)

introduced in [6]. Here, D, S, B, and N denote the descriptive-variable, structural-
state, bounded-exposure, and authorization-verdict spaces. Its functions are interp :
D → S, update : B × S ×D → B, and decide : S × B → N ; they respectively
interpret descriptive evidence, update bounded exposure, and produce autho-
rization verdicts.

Definition 2 (Operational Admissible Invariant). Let Auth : W×B → N
denote the contract-level authorization semantics associated with the runtime
taxonomy, and let Nadm ⊆ N contain the verdicts under which autonomous
operation remains authorized. For b ∈ B, define

Io(b) = {w ∈ W | Auth(w, b) ∈ Nadm}.

Thus, Io(b) contains the hybrid-world configurations that are operationally ad-
missible under bounded-exposure state b.

The map Auth is a contract-level semantic map over fully specified hybrid-world
configurations. It is not assumed to be directly available to the runtime mecha-
nism; Section 4 studies when its induced admissibility partition can be identified
and enforced from partial observations.

Definition 3 (Layered Governance Invariant). Let Iu, If ⊆ W denote the
user-level and functional invariants. For each b ∈ B, the global admissible in-
variant is I(b) = Iu ∩ Io(b) ∩ If . A configuration w ∈ W is legitimate relative
to b if w ∈ I(b). When the exposure state is fixed and clear from context, we
simply write I.
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The user invariant captures high-level authority conditions, the operational in-
variant captures contextual admissibility relative to the current exposure state,
and the functional invariant captures implementation constraints such as bounded
actuation, resource limits, or internal safety envelopes. A violation of any layer
makes the current configuration illegitimate.
Instantaneous invariance does not capture obligations that unfold over time.
For a trajectory τ = (w0, w1, . . .), we consider monitorable bounded obliga-
tions of the form □(p → ♢≤kq), requiring q to hold within k steps whenever
p becomes true. This fragment supports finite-state runtime monitoring and
bounded-liveness reasoning [1,3].
Let φu, φo, and φf denote the bounded temporal obligations of the three gover-
nance layers, and define φ = φu∧φo∧φf . Legitimacy is therefore twofold: at each
time t, wt ∈ I(bt) must hold, and the trajectory must satisfy τ |= φ. The invari-
ant constrains instantaneous admissibility, while φ constrains evolution under
the operational contract.

Basic assumptions. Unless stated otherwise, W is a Polish space equipped with
its Borel σ-algebra, U is a non-empty finite action set, and B is finite. For every
u ∈ U , the transformation Φu : W → W is Borel measurable.

3 Transformation Semantics and Admissibility

We now formalize the object constrained by governance: transformation capacity.
Autonomy is defined through the dispersion of hybrid-world transformations
induced by actions, while governance restricts this capacity to transformations
that preserve the layered admissibility conditions.

3.1 Transformations and Autonomy as Capacity

Each action u ∈ U induces a measurable transformation Φu : W → W map-
ping a hybrid-world configuration to its successor. The present paper considers
deterministic transformations; extending the framework to stochastic transition
kernels requires an appropriate probabilistic or support-based notion of admis-
sibility.

Definition 4 (Transformation Set). For w ∈ W, the immediate transforma-
tion set is A(w) = {Φu(w) | u ∈ U}.

Thus, A(w) represents the one-step transformation capacity available at w.

Definition 5 (Transformation Autonomy). The system exhibits transfor-
mation autonomy at w ∈ W if there exist distinct actions u1, u2 ∈ U such that
Φu1

(w) ̸= Φu2
(w).
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Transformation autonomy concerns the diversity of immediate successor con-
figurations and differs from classical controllability, which concerns steering a
dynamical system toward target states through action sequences [12,13].

Definition 6 (Transformation Diameter). Let dW be a metric over W. The
transformation diameter at w ∈ W is

∆(w) = sup
u1,u2∈U

dW
(
Φu1(w), Φu2(w)

)
.

The quantity ∆(w) measures the geometric amplitude of the transformation al-
ternatives available at w. It is defined independently of legitimacy, reflecting the
distinction between autonomous capability and permitted autonomy [15]. Thus,
A(w) represents what the system can transform, whereas the state-dependent
set Aauth(x) introduced below represents what remains admissible under gover-
nance.

3.2 State-Dependent Admissibility and Layered Governance

Admissibility depends on the current hybrid-world configuration, the bounded
exposure accumulated by the operational contract, and the progress of bounded
temporal obligations.
Let Q = Qu × Qo × Qf be the product of the finite layer-specific monitor-
state spaces, with q = (qu, qo, qf ) ∈ Q. We define the runtime-memory space as
M = B ×Q and the extended runtime state space as X = W ×M. A runtime
memory is written m = (b, q) and an extended state x = (w,m) = (w, (b, q)).
For each layer ℓ ∈ {u, o, f}, let Qℓ,safe ⊆ Qℓ contain the monitor states in which
the corresponding bounded obligation has not been violated.

Definition 7 (Layer-Specific Safe Extended States). For x = (w, (b, q)) ∈
X , define

Xu,safe = {x ∈ X | w ∈ Iu, qu ∈ Qu,safe} ,
Xo,safe = {x ∈ X | w ∈ Io(b), qo ∈ Qo,safe} ,
Xf,safe = {x ∈ X | w ∈ If , qf ∈ Qf,safe} .

The global safe extended state space is Xsafe = Xu,safe ∩ Xo,safe ∩ Xf,safe.

Let Step : X × U → X denote the extended runtime transition, combining the
hybrid-world transformation, the bounded-exposure update, and the monitor
transitions. We assume that Q is finite, Step is total and deterministic, and the
runtime memory is available to the governor. The finite action set U is equipped
with a fixed total order ≺; for each non-empty V ⊆ U , min≺ V denotes its least
element.

Definition 8 (Layer-Specific Admissible Action Sets). For x ∈ X and
ℓ ∈ {u, o, f}, define Uℓ(x) = {u ∈ U | Step(x, u) ∈ Xℓ,safe}.



Title Suppressed Due to Excessive Length 7

Definition 9 (Admissible Action Set). For x ∈ X , the globally admissible
action set is

Uauth(x) = Uu(x) ∩ Uo(x) ∩ Uf (x) = {u ∈ U | Step(x, u) ∈ Xsafe} .

The same action may therefore be admissible at one extended state and inadmis-
sible at another, depending on the world configuration, accumulated exposure,
and outstanding temporal obligations.

Definition 10 (Governed Transformation Set). For x = (w,m) ∈ X , the
governed transformation set is Aauth(x) = {Φu(w) | u ∈ Uauth(x)}.

Governance thus contracts the raw transformation set A(w) to Aauth(x). This
aggregation concerns constraints over a common system and execution seman-
tics; it does not define behavioral composition, synchronization, or interference
among concurrent components.

3.3 Running Example: Governed Vehicle at an Intersection

Consider an autonomous vehicle approaching a signalized intersection. Its hybrid-
world configuration is w = ((v, d), a, σ), where v ≥ 0 is the speed, d ≥ 0 the
distance to the stop line, a ∈ {0, 1} the institutional authorization to proceed,
and σ ∈ {0, 1} the normative stopping condition; σ = 1 means that stopping is
required.
The action set is U = {go, hold, brake, ebrake}, with speed variations δ(go) = 1,
δ(hold) = 0, δ(brake) = −2, and δ(ebrake) = −4. For a one-second sampling
period, v+u = max{0, v + δ(u)} and d+u = max{0, d − v+u }. Over the short trace
considered here, a and σ remain unchanged, so Φu(w) = ((v+u , d

+
u ), a, σ).

The runtime memory is m = (b, q). We keep b fixed and use the operational
monitor component qo = r, where r is the number of remaining steps before a
complete stop must be reached. The bounded stopping obligation is

φo = □ ((σ = 1 ∧ d ≤ d0) → ♢≤k(v = 0)) .

When its antecedent becomes true, the monitor initializes r = k and decreases
it after each step until v = 0.
The user-level admissible set is

Uu(x) =

{
U, a = 1,

U \ {go}, a = 0.

Let βbr = 2 be the admissible per-step braking bound. The functional set is
Uf (x) = {u ∈ U | δ(u) ≥ −βbr}, which excludes ebrake.
Define the stopping-distance function s(v) = v2/(2βbr). When the stopping obli-
gation is active and r ≥ 1, the operational set is

Uo(x) =
{
u ∈ U

∣∣ d+u ≥ s(v+u ) and v+u ≤ βbr(r − 1)
}
;
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otherwise, Uo(x) = U . Hence Uauth(x) = Uu(x) ∩ Uo(x) ∩ Uf (x).
Consider first x◦ = (w◦,m◦) with v = 4, d = 10, a = 0, σ = 1, r = 3, d0 = 10,
and k = 3. At this state,

Uu(x
◦) = {hold, brake, ebrake},

Uo(x
◦) = {hold, brake, ebrake},

Uf (x
◦) = {go, hold, brake},

so Uauth(x
◦) = {hold, brake}. These actions induce distinct successors, and gov-

erned autonomy is therefore non-degenerate at x◦.
Suppose that the policy proposes û = hold. The governor accepts it, producing
v+ = 4, d+ = 6, and r+ = 2. Denote the resulting extended state by x⋆. The
candidate actions at x⋆ are summarized in Table 1.

Table 1. Layer-specific admissibility at x⋆ = (v = 4, d = 6, a = 0, σ = 1, r = 2).

Action (v+u , d+u ) Uu Uo Uf Uauth

go (5, 1) no no yes no
hold (4, 2) yes no yes no
brake (2, 4) yes yes yes yes
ebrake (0, 6) yes yes no no

Table 1 yields Uauth(x
⋆) = {brake}. Consequently, a second proposal û = hold

is replaced by G(x⋆, hold) = brake, producing v+ = 2, d+ = 4, and r+ = 1. A
second braking step reaches v = 0 before the deadline.
The two states distinguish governability from non-degenerate autonomy: Uauth(x

◦)
contains two actions inducing distinct successors, whereas Uauth(x

⋆) is a single-
ton. Both states are governable, but governed autonomy has collapsed at x⋆.
Finally, suppose that an actuator fault makes brake unavailable while ebrake
remains excluded by the functional envelope. Then U fault

f (x⋆) = {go, hold} and

Uu(x
⋆) ∩ Uo(x

⋆) ∩ U fault
f (x⋆) = ∅.

Governability is lost because no action can satisfy the bounded stopping obliga-
tion within the remaining functional envelope.
The example also anticipates partial observation: when configurations with dif-
ferent stopping conditions are compatible with the same observation, the gov-
ernor must select an action admissible for all of them. Section 4 formalizes
this requirement through Urob(y,m). Overall, the example instantiates the chain
A(w) → Uauth(x) → Aauth(x) → G(x, û).

4 Structural Governability Under Uncertainty

Admissibility specifies which transformations remain legitimate; governability
asks whether legitimacy can be preserved at runtime. We first characterize gov-



Title Suppressed Due to Excessive Length 9

ernability under full observation and then study the additional limitations in-
duced by partial observation.

4.1 Governability and Existence of Governors

Section 3.2 introduced the extended state space X , the safe region Xsafe, and the
admissible-action set Uauth(x). If Uauth(x) = ∅ at some safe state, no action can
preserve legitimacy from that state. Governability is therefore closely related to
viability [2].

Definition 11 (Governability). The system is governable over Xsafe if there
exists a governor G : X × U → U such that, for every x0 ∈ Xsafe and every se-
quence of proposed actions (ût)t≥0, the closed-loop execution xt+1 = Step(xt, G(xt, ût))
satisfies xt ∈ Xsafe for every t ≥ 0.

Theorem 1 (Existence of a Governor). Assume that U is non-empty and
finite, Step : X × U → X is total and deterministic, and

Uauth(x) = {u ∈ U | Step(x, u) ∈ Xsafe}.

A memoryless governor G : X × U → U satisfying, for every x ∈ Xsafe and
û ∈ U ,

G(x, û) ∈ Uauth(x), û ∈ Uauth(x) ⇒ G(x, û) = û,

exists if and only if Uauth(x) ̸= ∅ for every x ∈ Xsafe. Every such governor
preserves Xsafe along closed-loop executions.

Proof sketch. Necessity follows because the action selected at any safe state must
belong to Uauth(x). Conversely, non-emptiness and the fixed order ≺ permit a
total governor that preserves an admissible proposal and otherwise selects the
least admissible action. Induction proves preservation of Xsafe. The complete
proof is given in Appendix A.1. ⊓⊔
The governor does not create admissibility; it filters the raw transformation ca-
pacity by selecting actions already permitted by the layered operational contract.
The construction also admits a pointwise minimum-intervention refinement. Let
c : U × U → R≥0 satisfy c(û, û) = 0 and c(u, û) > 0 whenever u ̸= û, and let
u0 = min≺ U . Define

G⋆(x, û) =

min
≺

(
argmin

u∈Uauth(x)

c(u, û)

)
, x ∈ Xsafe,

u0, x /∈ Xsafe.

Finiteness of U ensures that the minimum is attained, while ≺ resolves ties. Thus,
G⋆ is transparent for admissible proposals and minimizes the instantaneous in-
tervention cost. No optimality over cumulative trajectory costs is claimed.
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4.2 Stochastic Projection and the Legitimacy Gap

Under full observation, the governor has access to the current hybrid-world con-
figuration. Under partial observation, it only receives evidence generated by sen-
sors, estimators, or learned abstractions. Let Y be a Polish observation space
and let P : W ⇝ Y be a Borel stochastic kernel.

Definition 12 (Observation-Compatibility Set). For y ∈ Y, define

CP (y) = {w ∈ W | y ∈ suppP (· | w)}.

In a discrete observation space, CP (y) = {w ∈ W | P (y | w) > 0}.

The support-based semantics is deliberately conservative: every configuration
capable of producing y is retained, irrespective of its probability. The result-
ing guarantees are therefore worst-case guarantees over all compatible config-
urations. This worst-case compatibility semantics differs from belief-state opti-
mization in partially observable decision processes, where decisions are generally
evaluated through probability distributions and expected utility [10].
Throughout this subsection, the current exposure state b ∈ B is fixed, and we
write I = I(b).

Theorem 2 (Projection-Induced Legitimacy Gap). Suppose that there ex-
ist y ∈ Y and w+, w− ∈ CP (y) such that w+ ∈ I and w− /∈ I. Then no
observation-based assessor λb : Y → {0, 1} can correctly classify membership in
I for every configuration compatible with y.

Proof sketch. The assessor receives the same observation y for w+ and w− and
must return a single value. Either possible value misclassifies one of the two
configurations. The complete proof is given in Appendix A.2. ⊓⊔
Thus, current legitimacy is not exactly identifiable whenever one compatibility
set intersects both I(b) and its complement.

Definition 13 (Legitimacy-Consistent Projection at Exposure State
b). The projection P is legitimacy-consistent at b if, for every y ∈ Y,

CP (y) ⊆ I(b) or CP (y) ⊆ W \ I(b).

Legitimacy consistency prevents an observation from mixing legitimate and il-
legitimate configurations. It does not, however, guarantee that the legitimate
configurations compatible with an observation share an action that preserves
legitimacy.

4.3 Robust Admissibility Under Partial Observation

The monitor state is maintained internally and is available to the governor.
Epistemic ambiguity therefore concerns the hybrid-world configuration, while
the current runtime memory m is known.
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Definition 14 (Extended Observation-Compatibility Set). For y ∈ Y
and m ∈ M, define

CX
P (y,m) = {(w,m) ∈ X | w ∈ CP (y)}.

The pair (y,m) is safe-compatible if ∅ ̸= CX
P (y,m) ⊆ Xsafe.

Safe compatibility means that every extended state consistent with the available
information is currently safe; it does not yet ensure the existence of a common
safe continuation.

Definition 15 (Robustly Admissible Action Set). For a safe-compatible
pair (y,m), define

Urob(y,m) =
⋂

x∈CX
P (y,m)

Uauth(x).

An action belongs to Urob(y,m) precisely when it preserves Xsafe from every
compatible extended state.

Theorem 3 (Observation-Based Governability). Let (y,m) be safe-compatible.
There exists an observation-based action-selection rule gy,m : U → U such that,
for every proposed action û ∈ U ,

Step
(
x, gy,m(û)

)
∈ Xsafe for every x ∈ CX

P (y,m),

gy,m(û) = û whenever û ∈ Urob(y,m),

if and only if Urob(y,m) ̸= ∅.

Proof sketch. Any rule preserving all compatible states must select an action
belonging to every corresponding admissible-action set, and hence to Urob(y,m).
Conversely, if this set is non-empty, the fixed order ≺ yields a transparent selec-
tion rule that otherwise chooses its least element. The complete proof is given
in Appendix A.3. ⊓⊔
Pointwise governability is insufficient. For example, if x1, x2 ∈ CX

P (y,m) satisfy
Uauth(x1) = {u1} and Uauth(x2) = {u2} with u1 ̸= u2, then both states are
individually governable but Urob(y,m) = ∅.
The requirement that an observation preserve a common admissible continuation
extends the classical principle of property-preserving simulation and abstraction
[4]: the preserved object now includes not only logical properties, but also ad-
missible action structure.

Definition 16 (Governability-Consistent Projection). The projection P
is governability-consistent on a domain DP ⊆ Y×M if Urob(y,m) ̸= ∅ for every
safe-compatible pair (y,m) ∈ DP .
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Governability consistency provides an action-level refinement of legitimacy con-
sistency on safe-compatible pairs. Once all compatible extended states are safe,
it additionally requires them to share an action preserving legitimacy.
On any domain DP ⊆ Y×M of safe-compatible pairs on which P is governability-
consistent, the local rules of Theorem 3 can be assembled into a total memoryless
governor

GP : Y ×M× U → U

by setting GP (y,m, û) = gy,m(û) on DP and returning u0 = min≺ U elsewhere.
For every compatible closed-loop execution whose observation-monitor pairs re-
main in DP , induction proves preservation of Xsafe.
Conversely, if Urob(y,m) = ∅ at a safe-compatible pair, no governor operating
only on (y,m) can guarantee safe continuation for all compatible configurations.
The relevant object under partial observation is therefore the common admissible-
action structure, rather than the admissible set of any individual configuration.
Section 5 quantifies the resulting epistemic contraction of governable autonomy.

5 Quantitative Geometry of Governable Autonomy

The preceding sections characterize when governance is structurally possible. We
now quantify two complementary aspects of governable autonomy: robustness
with respect to the boundary of illegitimacy, and the contraction of transforma-
tion dispersion induced by governance and partial observation.

5.1 Distance to Illegitimacy and Robust Invariance

For the geometric analysis, we fix a bounded-exposure state b ∈ B and write
I = I(b). The results are therefore relative to a fixed admissibility region; the
extension to time-varying regions I(bt) is left for future work.
Let W = Wp ×Wi ×Wn be equipped with the product metric

dW(w,w′) = αdp(wp, w
′
p) + βdi(wi, w

′
i) + γdn(wn, w

′
n),

where dp, di, and dn are metrics over the physical, institutional, and norma-
tive components, and α, β, γ > 0 are fixed scaling coefficients. All geometric
quantities below are relative to this modeling choice.

Definition 17 (Distance to Illegitimacy). For w ∈ W, define

distI(w) = inf
w′∈W\I

dW(w,w′).

We use the convention inf ∅ = +∞.



Title Suppressed Due to Excessive Length 13

For w ∈ I, a positive distance means that w lies in the interior of the admissible
region and possesses a positive robustness margin. If w ∈ I and distI(w) = 0,
then w lies on the boundary of I. For w /∈ I, the distance is zero by definition.
Positive margins must be stated as explicit contract-dependent assumptions;
they do not follow from bounded exposure alone.
Consider a nominal trajectory wt+1 = Φut

(wt), 0 ≤ t < H, generated by an
admissible action sequence, and a perturbed trajectory (w̃t)

H
t=0 satisfying

dW
(
w̃t+1, Φut

(w̃t)
)
≤ ηt.

Theorem 4 (Robust Invariance Along Admissible Trajectories).
Suppose that every Φut is L-Lipschitz with respect to dW . Define e0 = dW(w0, w̃0)
and et+1 = Let + ηt. If distI(wt) > et for every 0 ≤ t ≤ H, then w̃t ∈ I for
every 0 ≤ t ≤ H.

Proof sketch. Induction using the Lipschitz and disturbance bounds gives dW(wt, w̃t) ≤
et. If w̃t /∈ I, the definition of distance to illegitimacy would imply distI(wt) ≤ et,
contradicting the strict margin. The complete proof is given in Appendix A.4.

⊓⊔
This is a trajectory-level result for a fixed action sequence. It does not establish
robustness of the governor’s action-selection rule under perturbed observations.

Corollary 1 (Uniform-Horizon Robust Invariance).
Assume the hypotheses of Theorem 4 over an unbounded horizon. Suppose that
0 ≤ L < 1, ηt ≤ η̄, and distI(wt) > ε for every t ≥ 0. If

max

{
e0,

η̄

1− L

}
< ε,

then w̃t ∈ I for every t ≥ 0.

Proof sketch. Unfolding the recurrence yields

et ≤ Lte0 +
1− Lt

1− L
η̄ ≤ max

{
e0,

η̄

1− L

}
.

The result then follows from Theorem 4. The complete proof is given in Ap-
pendix A.5. ⊓⊔
The theorem concerns the geometric world-state component of admissibility.
Bounded temporal obligations remain represented by the monitor state m ∈ M.
For an obligation □(p → ♢≤kq), the time remaining before deadline expiration
may be viewed as a discrete temporal margin. Combining this margin with distI
over the full extended state space remains future work.
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5.2 Degree of Governable Autonomy

The raw transformation diameter ∆(w) measures the dispersion available before
governance. For a safe extended state x = (w,m) with Uauth(x) ̸= ∅, define

∆auth(x) = sup
u1,u2∈Uauth(x)

dW
(
Φu1

(w), Φu2
(w)
)
.

The diameter of a singleton is zero. If Uauth(x) = ∅, the state is non-governable
and neither ∆auth(x) nor the corresponding autonomy ratio is defined.

Definition 18 (Governable Autonomy Ratio).
Let x = (w,m) ∈ Xsafe satisfy Uauth(x) ̸= ∅ and 0 < ∆(w) < ∞. The governable
autonomy ratio is

κ(x) =
∆auth(x)

∆(w)
.

Since Uauth(x) ⊆ U , 0 ≤ κ(x) ≤ 1. The value κ(x) = 1 means that governance
preserves the full immediate transformation dispersion, whereas κ(x) = 0 means
that all admissible actions induce the same successor configuration.

Proposition 1 (Positive Governable Autonomy). Let ∅ ̸= D ⊆ Xsafe be
such that, for every x = (w,m) ∈ D, Uauth(x) ̸= ∅ and 0 < ∆(w) < ∞. If

inf
x∈D

κ(x) > 0,

then governed transformation autonomy is non-degenerate throughout D. Con-
versely, if κ(x) = 0 at some x = (w,m) ∈ D, all actions in Uauth(x) induce the
same successor configuration.

Proof sketch. The uniform lower bound implies κ(x) > 0 for every x ∈ D, and
hence ∆auth(x) > 0; two admissible actions therefore induce distinct successors.
Conversely, zero governed diameter implies that all admissible actions induce
the same successor. The complete proof is given in Appendix A.6. ⊓⊔
In the running example, κ(x◦) > 0 because two admissible actions induce distinct
successors, whereas κ(x⋆) = 0 because Uauth(x

⋆) = {brake}. Under the actuator
fault, Uauth(x

⋆) = ∅, so the state is non-governable and no ratio is assigned.
Under partial observation, the governor is restricted to the common action set
Urob(y,m). For a safe-compatible and governability-consistent pair (y,m) and
w ∈ CP (y), define

∆rob(w; y,m) = sup
u1,u2∈Urob(y,m)

dW
(
Φu1

(w), Φu2
(w)
)
.

Definition 19 (Projection-Aware Governable Autonomy).
Let (y,m) be safe-compatible and governability-consistent, and suppose that 0 <
∆(w) < ∞ for every w ∈ CP (y). Define

κP (y,m) = inf
w∈CP (y)

∆rob(w; y,m)

∆(w)
.
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The ratio κP (y,m) ∈ [0, 1] measures the worst-case fraction of transformation
dispersion remaining when only actions admissible across the entire compatibility
set may be used. It is undefined when Urob(y,m) = ∅, since the pair is then
already non-governable.

Proposition 2 (Projection-Induced Contraction).
For every safe-compatible and governability-consistent pair (y,m) satisfying the
assumptions above,

κP (y,m) ≤ inf
w∈CP (y)

κ((w,m)).

Proof sketch. For every w ∈ CP (y), Urob(y,m) ⊆ Uauth((w,m)). The robust
diameter therefore cannot exceed the corresponding full-observation admissible
diameter. Division by ∆(w) and taking the infimum prove the result. The com-
plete proof is given in Appendix A.7. ⊓⊔
Partial observation can therefore only preserve or further contract governable
transformation capacity. The ratio κ(x) measures contraction at a known ex-
tended state, whereas κP (y,m) captures the additional worst-case contraction
induced by epistemic ambiguity.

6 Discussion and Conclusion

This paper has developed a transformation-theoretic account of governable au-
tonomy. Governance is not treated as an external procedure added to an au-
tonomous system, but as a structural restriction of the transformations that the
system may induce over a hybrid world with physical, institutional, and nor-
mative dimensions. The executable operational contract provides the runtime
semantics through which this restriction is evaluated, while the three governance
layers aggregate state constraints as I(b) = Iu∩Io(b)∩If and bounded temporal
obligations as φ = φu ∧ φo ∧ φf . This complements executable operational con-
tracts, the 3-Shield architecture, contract-based design, and runtime enforcement
[3,5,6,7,8] by characterizing autonomy itself as state-dependent transformation
capacity.
The structural results distinguish full and partial observation. Under full ob-
servation, a memoryless governor exists precisely when Uauth(x) ̸= ∅ at every
safe extended state. The governor does not create admissibility: it preserves an
admissible proposal or replaces it with an admissible alternative. Under par-
tial observation, two additional conditions arise. Exact legitimacy assessment
fails whenever an observation-compatibility set contains both legitimate and il-
legitimate configurations. Even when all compatible extended states are safe,
observation-based governability requires the common set Urob(y,m) to be non-
empty. Thus, pointwise governability is insufficient: all configurations compatible
with the available information must share an admissible continuation. This result
extends the principle of property-preserving abstraction [4] from logical prop-
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erties to legitimacy partitions and common admissible-action structure, while
remaining distinct from belief-state planning under partial observability [10].
The quantitative development complements these qualitative conditions. Dis-
tance to illegitimacy measures the nominal margin from the inadmissible region,
while the robustness result relates this margin to the propagation of bounded
disturbances. The ratio κ(x) measures the fraction of raw transformation dis-
persion that remains admissible under full observation, and κP (y,m) captures
the additional worst-case contraction induced by epistemic ambiguity. The run-
ning example illustrates the three resulting cases: multiple admissible successors
preserve non-degenerate autonomy, a singleton admissible set preserves govern-
ability but collapses local autonomy, and an empty admissible set eliminates
governability.
The scope of the results is deliberately restricted. The hybrid-world transfor-
mations and the extended transition semantics are deterministic; the support-
based observation semantics provides worst-case rather than probabilistic guar-
antees; and the metric analysis is relative to fixed component metrics and a fixed
bounded-exposure regime. The robustness theorem compares trajectories execut-
ing the same action sequence and does not establish robustness of the governor
to perturbed observations. Moreover, the layered construction aggregates con-
straints over a common execution semantics; it is not a theory of behavioral com-
position, synchronization, or interference among concurrent autonomous compo-
nents.
Natural extensions include stochastic transformation semantics, risk-sensitive
compatibility sets, learned observation mechanisms preserving both legitimacy
and governability, adaptive operational taxonomies, and distributed governance
for interacting autonomous agents. Another direction is a unified robustness the-
ory over the extended runtime state space, combining geometric margins with
the temporal margins represented by monitor states. Overall, the framework
identifies governable autonomy with the portion of transformation capacity that
remains admissible, enforceable, and distinguishable under the information avail-
able at runtime.

A Complete Proofs

This appendix contains the complete proofs of the formal results stated in the
paper.

A.1 Proof of Theorem 1

Proof. Assume first that a governor satisfying (ii) exists. Let x ∈ Xsafe. Since U is
non-empty, choose any proposed action û ∈ U . By (ii), G(x, û) ∈ Uauth(x). Hence
Uauth(x) ̸= ∅. Because x was arbitrary, we obtain ∀x ∈ Xsafe, Uauth(x) ̸= ∅. Thus,
(ii) implies (i).
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Conversely, assume (i). For every x ∈ Xsafe, the set Uauth(x) is a non-empty finite
subset of U . We may therefore define Select(x) = min≺ Uauth(x). Also define the
fixed default action u0 = min≺ U. We construct G : X × U → U as follows:

G(x, û) =


û, if x ∈ Xsafe and û ∈ Uauth(x),

Select(x), if x ∈ Xsafe and û /∈ Uauth(x),

u0, if x /∈ Xsafe.

The third case makes G a total function over X × U ; its value outside Xsafe is
irrelevant to the preservation property proved below.
Let x ∈ Xsafe and û ∈ U . If û ∈ Uauth(x), then G(x, û) = û ∈ Uauth(x). Oth-
erwise, G(x, û) = Select(x) ∈ Uauth(x). Therefore, G(x, û) ∈ Uauth(x) in both
cases, and the transparency condition G(x, û) = û holds whenever the proposed
action is already admissible. Thus, (i) implies (ii).
It remains to establish preservation of Xsafe. Let x0 ∈ Xsafe, and let (ût)t≥0 be an
arbitrary sequence of proposed actions. We prove by induction that xt ∈ Xsafe

for every t ≥ 0. The base case holds by assumption. Suppose that xt ∈ Xsafe.
By (ii),G(xt, ût) ∈ Uauth(xt). By the definition of the admissible action set,
Step

(
xt, G(xt, ût)

)
∈ Xsafe. Since xt+1 = Step

(
xt, G(xt, ût)

)
, we obtain xt+1 ∈

Xsafe. The result follows by induction. ⊓⊔

A.2 Proof of Theorem 2

Proof. The assessor receives the same observation y for both w+ and w− and
must therefore return a single value λb(y). If λb(y) = 1, the assessment is correct
for w+ but incorrect for w−. If λb(y) = 0, it is correct for w− but incorrect for w+.
Hence no observation-based assessor can correctly classify both configurations.

⊓⊔

A.3 Proof of Theorem 3

Proof. Suppose first that such an action-selection rule exists. For any proposed
action û ∈ U , let u = gy,m(û). By Property (i), Step(x, u) ∈ Xsafe for ev-
ery x ∈ CX

P (y,m). Hence u ∈
⋂

x∈CX
P (y,m) Uauth(x) = Urob(y,m), and therefore

Urob(y,m) ̸= ∅.
Conversely, suppose that Urob(y,m) ̸= ∅. Since Urob(y,m) is non-empty, define
Select(y,m) = min≺ Urob(y,m). Then define

gy,m(û) =

{
û, if û ∈ Urob(y,m),

Select(y,m), otherwise.

By construction, gy,m(û) ∈ Urob(y,m) for every û ∈ U .
Consequently, Step

(
x, gy,m(û)

)
∈ Xsafe for every x ∈ CX

P (y,m). Property (ii) also
holds by construction. ⊓⊔
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A.4 Proof of Theorem 4

Proof. We first show by induction that dW(wt, w̃t) ≤ et for every 0 ≤ t ≤ H.
The property holds at t = 0 by the definition of e0. Assume that it holds at time
t. Using the nominal dynamics, the triangle inequality, the L-Lipschitz property,
and the disturbance bound, we obtain

dW
(
wt+1, w̃t+1

)
= dW

(
Φut(wt), w̃t+1

)
≤ dW

(
Φut(wt), Φut(w̃t)

)
+ dW

(
Φut(w̃t), w̃t+1

)
≤ LdW

(
wt, w̃t

)
+ ηt

≤ Let + ηt

= et+1.

It remains to prove membership in I. Suppose, for contradiction, that w̃t /∈ I for
some t. Since w̃t then belongs to W \I, the definition of distance to illegitimacy
gives distI(wt) ≤ dW

(
wt, w̃t

)
≤ et, contradicting the assumption distI(wt) > et.

Therefore, w̃t ∈ I for every 0 ≤ t ≤ H. ⊓⊔

A.5 Proof of Corollary 1

Proof. The recursive error bound satisfies et ≤ Lte0+η
∑t−1

j=0 L
j = Lte0+

1−Lt

1−L η.

Hence et ≤ max
{
e0,

η
1−L

}
< ε for every t ≥ 0. The result then follows from the

preceding theorem. ⊓⊔

A.6 Proof of Proposition 1

Proof. Assume first that
inf
x∈D

κ(x) > 0.

Then κ(x) > 0 for every x = (w,m) ∈ D. Since 0 < ∆(w) < ∞, it follows that

∆auth(x) > 0.

Hence there exist u1, u2 ∈ Uauth(x) such that Φu1
(w) ̸= Φu2

(w). Governed trans-
formation autonomy is therefore non-degenerate at x. Conversely, if κ(x) = 0,
then ∆auth(x) = 0. Because dW is a metric, this implies Φu1(w) = Φu2(w) for
every u1, u2 ∈ Uauth(x). ⊓⊔

A.7 Proof of Proposition 2

Proof. For every w ∈ CP (y), Urob(y,m) ⊆ Uauth((w,m)).

Consequently, ∆rob(w; y,m) ≤ ∆auth((w,m)). Since ∆(w) > 0, division by ∆(w)

preserves the inequality: ∆rob(w;y,m)
∆(w) ≤ κ((w,m)). Taking the infimum over w ∈

CP (y) proves the result. ⊓⊔
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